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Abstract

Insight in the lifecycle dynamics of long term care costs is important to un-

derstand the effect of policy changes, such as the design of co-payments, on the

costs and welfare across income and wealth groups. Modeling long term care

expenditures over the lifecycle is challenging because of their very uneven distri-

bution.

We use a flexible non-parametric nearest-neighbor approach to estimate life-

cycle paths of long term care spending. We apply this approach to an extensive

administrative data set for the entire Dutch elderly population. The estimated

paths are used as inputs in a stochastic lifecycle decision model for singles at the

retirement age.

We use the model to analyze the Dutch co-payment system. In this system,

co-payments are income- and wealth-dependent. To analyze the effects on the

distribution of LTC payments and welfare across income and wealth groups, we
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perform two counter-factual analyses. We replace the current system by either a

co-payment that only depends on income, or a flat-rate co-payment, independent

of financial means.

We find that the low and middle income and wealth groups use substantially

more long term care over their life than the high income and wealth groups. The

Dutch system of income- and wealth-dependent co-payments offers substantial

protection against high costs for these groups, especially compared to a flat-rate

co-payment. The middle groups benefit the most from the current system: as they

do not qualify for income support, a flat-rate co-payment system would mainly

burden them. Only the group with the highest financial means would benefit

from the introduction of a flat-rate co-payment. The main findings are robust to

a number of sensitivity tests, such as excluding a bequest motive and including

health-state dependent utility.

1 Introduction

Knowledge of the lifetime distribution of Long Term Care (LTC) costs is important.

Confronted with an aging population, policy makers are seeking to provide adequate

care for the elderly, while at the same time keep the system financially sustainable

(Colombo and Mercier, 2012). For countries with an extensive social LTC insurance,

such as the Netherlands, this might entail changes in the amount and design of co-

payments. These do not only affect the distribution of average payments across income

and wealth groups, but also the risk (of very high costs) these groups face.

In this paper, we focus on two issues that are relevant for the analysis of LTC

financing reforms. First, we aim to improve the analysis of the lifecycle dynamics

in LTC use by applying a very flexible, non-parametric, estimation method. Second,

we use the estimated lifecycle paths in a lifecycle decision model that allows us to go

beyond a descriptive analysis of average costs, and include the effects of co-payments

on the financial risk faced by different groups. We use our approach to assess how the

Dutch co-payment system, that depends on income and wealth, affects the welfare of

the elderly across income and wealth groups.

The modeling of the lifecycle distribution of LTC costs is a first important issue.

Generally, complete data on an individual’s LTC costs over the whole lifecycle is not

available. Lifecycle dynamics thus have to be modeled using (short) panel data for dif-

ferent individuals. As the distribution of lifetime LTC costs is skewed and exhibits ex-

tensive heterogeneity, this can be difficult to do using parametric approaches. Existing

parametric approaches use autoregressive models (De Nardi et al., 2010; French and

Jones, 2004) or Markov models (Ameriks et al., 2011; Jones et al., 2018) to estimate

time dynamics in LTC costs. However, these models require a variety of assumptions

that cannot be justified on the basis of the data alone (Wong et al., 2016).

Non-parametric estimation of LTC costs might be a more suitable alternative. A

recent study by Hurd et al. (2017) for out-of-pocket LTC spending in the U.S. shows

the relevance of such an approach. They compare their non-parametric method, based
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on matching, to a more standard parametric Markov model. They find that “the risk

(the chances of extreme use or costs) as estimated non parametrically is substantially

greater than the risk as estimated by the parametric model”. The need for non- or

semi-paremetric approaches to model rich lifecycle dynamics is not limited to LTC

expenditures. De Nardi et al. (2018) and Arellano et al. (2017) have for instance ap-

plied a non-parametric approach to model dynamics in earnings.

A second important issue is using the lifecycle estimates to quantify the welfare

effects of different policy alternatives, including the effects on risk and (saving) be-

havior. Protection against financial risk is an important part of the value of public

health insurance, especially for low income groups (McClellan and Skinner, 2006).

The insurance value of public health insurance is specifically important in LTC, where

buying insurance on the private market is difficult or not possible at all (Brown and

Finkelstein, 2007). The inclusion of (saving) behavior is needed because the elderly

are able to partly self-insure against high co-payments through precautionary savings.

A large number of studies, mainly for the U.S., find that out-of-pocket payments for

LTC indeed induce precautionary savings, and can (partly) explain why the elderly

not fully annuitize their pension wealth (De Nardi et al., 2010; Ameriks et al., 2011;

Peijnenburg et al., 2017; Kopecky and Koreshkova, 2014).

To quantify these behavioral effects and perform evaluations of different policies,

a descriptive analysis does not suffice. Instead a structural lifecycle decision model

can be used. See, for instance, the recent lifecycle studies on the (value of) income

transfers and insurance in Medicare (Khwaja, 2010) and Medicaid (De Nardi et al.,

2016) for the U.S. The desire to use the lifecycle data in a structural model creates

an additional challenge for the empirical estimation. The empirical model should be

sophisticated enough to capture the complex dynamics in health, while at the same time

parsimonious enough so that its use in a structural lifecycle model is computationally

manageable (De Nardi et al., 2017).

The first contribution of this paper is the way we estimate the dynamics in LTC

over the lifecycle. We use a, non-parametric, nearest neighbor algorithm (Wong et al.,

2016; Hussem et al., 2016) to estimate the lifetime distribution of LTC costs in the

Netherlands. The main advantages of our approach are its flexibility and the ability to

use it on short periods of panel data. It enables the modeling of the complex dynamics

in LTC costs, together with dynamics in income, wealth, and other relevant variables.

We apply the nearest neighbor algorithm to estimate 20,000 synthetic lifecycle paths

using a rich administrative dataset that includes information on LTC spending, house-

hold status, income, and wealth for the whole single Dutch elderly population starting

at the age of 70.

The second contribution is that we demonstrate how to use the lifecycle data in the

analysis of policy measures. Our estimated lifecycle paths can be seen as draws from

a stochastic process. We use them as input in a stochastic lifecycle decision model for

singles at the retirement age. This model determines optimal consumption and saving

behavior of elderly for different levels of initial wealth and pensions at retirement, tak-

ing into account the distribution of LTC costs and mortality. We use a simulation based
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algorithm developed by Koijen et al. (2010), which allows us to include the dynamics

from the lifecycle paths and still solve the model in a computationally tractable way.

We apply the lifecycle model to the case of the Dutch co-payment system. In this

system, the maximum amount of annual co-payments depends on an individual’s in-

come and wealth. This is different from means-testing or flat-rate co-payment systems

that are used in most countries. Even compared to means-based co-payment systems in

other countries (see Colombo and Mercier (2012) for an overview), the Dutch system

enables quite specific fine-tuning of the financial impact of co-payments across in-

come and wealth groups. To assess the impact of the income- and wealth- dependency

of co-payments on payments, risk, and savings across income and wealth groups, we

compare the current system to two alternatives: a flat-rate co-payment, independent of

an individual’s financial means, and a co-payment that depends on income but not on

financial wealth.

We find that elderly with low income and wealth use substantially more LTC than

elderly with high income and wealth. As a result, compared to the current system,

the two alternative co-payment systems shift average payments from the higher to the

lower income and wealth groups. We also find that the welfare losses, due to addi-

tional risk, for the low and especially middle groups, are much more substantial than

suggested by the change in average payments alone. We conclude that, compared to

alternative co-payment systems, the Dutch system protects the low and middle income

and wealth groups well against the risk of high LTC costs.

This paper is organized as follows. In Section 2, we describe the Dutch LTC system

and the role of co-payments. In Section 3, we discuss the application of the nearest

neighbor algorithm on Dutch LTC data, and we describe the estimated lifecycle paths.

In Section 4, we introduce a lifecycle model for consumption and saving of retirees in

case of LTC co-payments. We also explain the numerical approach that allows us to

use the estimate lifecycle paths in this model. In Section 5 we show our results, and in

Section 6 we discuss the implications of our findings and the main limitations of our

approach. Section 7 concludes.

2 The Dutch Long Term Care system

The Netherlands has one of the most extensive collective LTC arrangements in the

world (Colombo and Mercier, 2012). In the period we investigate (before 2015), a

social insurance, called the exceptional medical expenses act (AWBZ), covered a broad

range of home care services (social support, personal care, nursing) and institutional

care (nursing homes and residential care). The income-dependent premium for the

AWBZ was collected through the income tax including pension income in the first and

second income brackets.

Users of long term care pay a co-payment. This co-payment functions as a means-

dependent deductible: users pay the full costs of LTC, up to a maximum amount.

This maximum amount depends on the financial means of the individual, and differs
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according to the type of care (home care or institutional care) and living situation. The

financial means are defined as net income and a fixed percentage of financial wealth,

not including wealth of the house someone lives in. In 2013, the share of wealth

included in the measure of financial means was increased from 4 to 12 percent. Co-

payments for home care are lower than for institutional care: for home care, users pay

a maximum amount that equals 15 percent of their means, while users of institutional

care have to contribute up to 75 percent of their means. The details of the co-payment

system are explained in Section 4.3.

In 2015, the long term care system has been reformed. Nursing home care is still

covered by a national social insurance (called WLZ), but the provision of home care is

now mainly the responsibility of municipalities. They receive a financial contribution

out of the national government’s budget. Although there are now differences in the

level of co-payments for home care across municipalities, the financing of long term

care has remained fairly stable: it is still largely based on income-dependent premiums

or taxes, and users of care, in general, still pay a contribution with a maximum based

on income and financial wealth.1

3 Long term care spending over the lifecycle

3.1 Source data

We use administrative data on LTC use from the Dutch Central Administrative Office

(CAK). These data cover the period 2008-2013. The data include information on all

publicly financed formal LTC use in the Netherlands. The data contain information

on the type of care (institutional care, nursing home care, personal home care, and

support) and the amount of care used (in days for institutional care, and in hours for

home care). We derive costs of LTC from use in hours/days in the CAK database

and the tariffs provided by the Dutch Health Authority (NZA) for extramural care

and derived from the CAK and Dutch Health Care Institute (CVZ) annual reports for

intramural care. We do not have information on use of privately financed LTC, which

seems to be limited in the Netherlands (Van Ooijen et al., 2018) due to the extensive

public system.

The LTC data is linked to other datasets using a unique personal identification num-

ber. The Dutch Municipal Register provides basic information on everyone enlisted in

a Dutch municipality. From this register, we obtain date of death, age, sex and marital

status. We use data from the tax services to obtain gross income, net financial wealth,

and net housing wealth.2

We select individuals who are alive at least up to January 1 2013, who are 67 or

1As of January 2019, the income- and wealth-dependent co-payments for home care have been

replaced by fixed monthly rate.
2Under certain conditions, these microdata are accessible for statistical and scientific research. For

further information: microdata@cbs.nl.
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older in 2013, and who are single over the whole observation period. We impose these

restrictions to keep the lifecycle model, that we will apply later, tractable. We purge

the data from period effects (see Appendix A for the details).

3.2 The nearest neighbor algorithm

We estimate lifecycle paths of LTC use with a nearest neighbor resampling (NNR)

algorithm. Some of the first implementations of NNR in a time series or panel context

are by Farmer and Sidorowich (1987) and Hsieh (1991). We extend the approach

developed by Wong et al. (2016) who have implemented a NNR algorithm to estimate

lifecycle paths of curative care costs.

The NNR algorithm allows us to simulate N individual lifecycle realizations of

LTC spending. Each simulated lifecycle will consist of an age series Zi = {Zi
a=67, Z

i
a=68,

..., Zi
a=Ai

}. Zi
a is a vector containing LTC spending and other variables of interest (e.g.

income, wealth) of individual i at age a. a = 0 denotes the starting age and Ai is the

age of death. Our data is a set of relatively short panels containing observed values of

the variables of interest Y
j
a,t for individuals j = 1, .., J over time periods t = 1, .., T .

The algorithm has a Markovian nature and can be described as follows. Suppose

we already have a simulated lifecycle path for an individual up to age a : Zi =
{Zi

0, Z
i
1, .., Z

i
a}. To extend this lifecycle path to age a + 1 we consider all individuals

in our data who have age a + 1 in period T . We pick an individual whose life history

over the last p age years Y j = {Y j
a−p+1,T−p, ..., Y

j
a,T−1

} is similar to {Zi
a−p+1, ..., Z

i
a};

a so-called nearest neighbor. Note that, because we want to extend the lifecycle by

one period, and the time length of the panel is T , we can use a maximum age lag p of

T − 1 years.3 When we have picked an individual j, we use Y J
a+1,T as our simulated

realization of Zi
a+1. Then, to obtain a realization for age a + 2 we can repeat the pro-

cedure using all individuals in the data with age a + 2 at time T , matching on the life

history over ages a − p + 2 to a + 1. This procedure is repeated until i is matched to

an individual who dies in period T ; this also marks the end of the lifecycle of i.

Our lifecycles start at age a = 67. To initialize the algorithm, we sample from all

individuals with age a = 67 at time T . For these individuals we have data on Y over

p− 1 ages before the starting age a = 67. We include the information on the last p− 1
ages in the simulated lifecycle path to make simulation of the next age year (a = 68)

possible, so we start with Zi = {Zi
67−p+1, ..., Z

i
67}.

In our case, the vector Zi
a contains the numeric variables income, financial wealth,

conditional housing wealth, and conditional LTC expenditures. To further distinguish

between individuals that have housing wealth, home care costs or nursing home care

respectively and individuals that do not, we include a categorical variable for each of

them. For housing wealth and home care costs these are coded as indicator variables

3The time periods t = 1, .., T and the number of lags p will generally depend on the data at hand.

When the available panel data is long enough, the number of lags can be determined by comparing

model performance across different choices of p. In our case T = 5 and p ∈ {1, 2}.

6



(1 if > than zero; 0 otherwise). For nursing home care we define three categories (0

if zero costs, 2 if costs are associated with a stay in a nursing home during the entire

year and are therefore at maximum, and 1 otherwise).

To find an observation from the data that is similar to a simulated lifecycle path

we use a two-step matching process. In the first step, we use exact matching on the

categorical variables. This implies selecting those observations of Y = {Y 1, ..., Y J}
that fall into the same categories as those for the simulated lifecycle. In the second step,

we use k-nearest neighbor matching on the selected observations. We measure the

distance between two p-long blocks Zi and Y
j using a Mahalanobis distance measure

d(Zi,Yj). This distance corrects for the correlation between the observations of Y =
{Y 1, ..., Y J} and differences in scale between variables, and is defined as

d(Zi,Yj) =
√

(Yj − Zi)TΣ−1(Yj − Zi), (1)

where Σ is an estimate of the covariance matrix of Y . Because the Mahalanobis dis-

tance works best with multivariate normal distributed data, and our numerical variables

are all strongly right skewed, we first take the log-transform of the numerical variables

prior to computing the measure. After computing the measure, we take the k nearest

neighbors that have the smallest distance, and randomly draw one of them. 4

The lifecycles are simulated separately by gender. We simulate 10,000 paths for

women and 10,000 for men.

3.3 Parameter setting and assessment of fit

To choose the number of neighbors k and the number of lags p used in the algorithm,

we perform an assessment study where we compare the model fit across different pa-

rameter settings (similar to Wong et al. (2016)). For a group of individuals with gender

g and age a in 2009, we simulate the next four years of the life cycles (2010,..., 2013).

The first observations of the lifecycles are obtained by drawing randomly from all the

individuals with gender g and age a in 2009. The lifecycles are then extended using

the nearest neighbor algorithm. However, we make one modification that is particular

to this assessment study. After each time a lifecycle is extended one age year with an

observation, we exclude that observation from any future pool of neighbors for that

particular lifecycle. This ensures that we never use an observation from the data more

than once in a simulated lifecycle, which is more in line with an actual application of

the nearest neighbor algorithm. Because the simulated life cycles generated for the

assessment fall within the period covered by the data, we can assess the fit of the al-

gorithm by comparing the distribution of the simulated data to the actual data.5 We

4In some cases it is not possible to find k nearest neighbors, if there are too few observations left after

matching on the categorical variables. In that case, we relax the exact matching on categorical variables

by allowing for observations that come from similar but not identical categories (e.g. observations from

the stratum 0 for housing wealth / 1 for home care / 1 for nursing home care, when the stratum requested

is 0 / 1/ 2). This scarcity rarely occurs, however.
5This also means that we do not need to remove period effects from the data for this exercise.
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use the Anderson-Darling statistic (Pettitt, 1976) to assess the similarity between the

two distributions (see Appendix B). Lower statistic values imply a higher degree of

similarity.

Many outcomes are available to compare to the actual data: financial wealth, hous-

ing wealth, income, home care costs, and nursing home costs, for each age and gender.

In practice, there is not one setting that performs the best across all these outcomes. We

aim to choose a setting that performs reasonably well across all outcomes. We there-

fore perform the assessment study for men and women at three different initial ages

(67, 75, 85). Table 1 shows the average and median values of the Anderson-Darling

statistic over all outcomes and all these age- and gender-groups. Based on this, we

choose the setting with 10 neighbors (k = 10) and 1 lag for both the categorical and

continuous variables (p = 1). The appendix shows some additional statistics on the

model fit, that confirm that this setting performs well across all outcomes. Based on

this assessment, we conclude that the algorithm provides a sufficiently credible repro-

duction of real life cycles of health care costs, income and wealth to study the effects

of co-payments for LTC.

Table 1: Fit of the NN-algorithm: average and median Anderson-Darling statistic

across outcomes for each specification.

k p cat. p cont. av. A-D med. A-D

1 1 1 1.14 0.74

2 1 1 1 0.69

3 1 1 1.06 0.81

4 1 1 0.95 0.7

5 1 1 1.07 0.75

10 1 1 0.95 0.68

20 1 1 0.97 0.67

1 2 2 5.24 3.94

2 2 2 4.74 3.8

3 2 2 4.51 4.02

4 2 2 4.11 3.57

5 2 2 4.18 3.69

10 2 2 4.17 3.9

20 2 2 3.91 3.65
k is the number of neighbors, p cat. the number of lags for the categorical variables, p cont the

number of lags for the continuous variables.
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3.4 Estimation results

The lifetime distribution of LTC costs

Table 2 shows statistics of the estimated lifetime LTC costs. On average, a 70-year old

single uses almost 31,000 euros of home care and 45,000 euros of nursing home care

over the rest of his or her life. The costs are distributed very unevenly: 19 percent of

the elderly does not use any home care, while 5 percent of the elderly uses more than

138,000 euros of home care. Almost half of the elderly (48%) do not use any nursing

home care, while the top 5 percent use 254,000 euros of nursing home care or more.

13 percent of the elderly uses neither home care nor nursing home care, while the 5

percent of the elderly that use the most LTC overall, have total LTC costs of 320,000

euros or higher.

Figure 1 shows the age pattern of LTC use. The top part shows the average spend-

ing by age. Until the age of 80, this amount is limited to 2,500 euros annually for home

care and roughly the same amount for nursing home care. For home care, the average

costs rise gradually to 5,000 euros for the age of 95. The increase for nursing home

care is much steeper, and average cost go up to about 17,000 euros at the highest ages.

The bottom figure shows the composition of the population by age in five groups: no

costs, low costs (< 4, 956), medium costs (4, 956 − 22, 400), high costs (> 22, 400),

and deceased. The rising age pattern is explained by both an increase in the percentage

of people using LTC (among the survivors) and an increase of the average costs per

user (the relative size of the high cost group increases with age).

Distribution of LTC use across pension wealth groups

Our estimates contain individual income and financial wealth for each lifecycle path.

To simplify both the analysis and the interpretation, we group all individuals in fi-

nancial wealth deciles and income quintiles. We assign each individual with a fixed

income stream (y), equal to average net income6 at age 70 within his income group,

and initial financial wealth at age 70, equal to average financial wealth at 70 within his

wealth group. This means every individual has initial financial wealth equal to one of

the ten wealth amounts at age 70 and an income at every age equal to one of the five

income levels defined.

In our presentation of the results, we focus on the distribution of LTC costs across

pension wealth groups. Pension wealth is the total lifetime wealth an older person has

at his disposable, so both his financial wealth and his fixed pension income. We define

pension wealth as the sum of the expected7 present value of the net income stream

over the rest of life and initial financial wealth at age 70. We group individuals in

6The Dutch tax rates are progressive. For 2013, the average tax rate is 19% for an income under

19,645 euros going up to 52% for the part of the income above 55,992 euros. We transform the gross

income in our data into net income using the average tax burden by income bracket for older single

households in 2013. These are taken from the tax model used by CPB, see Koot et al. (2016).
7The expectations are equal to the average per income and gender group.
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five pension wealth quintiles and show average results for each group. In Appendix

D, we also show results for specific combinations of fixed pension income and initial

financial wealth.

The top part of Figure 2 shows lifetime income and initial financial wealth across

pension wealth quintiles. The figure shows that higher pension wealth quintiles have,

naturally, both more remaining lifetime income and higher initial financial wealth at

the age of 70. For most elderly, financial wealth at age 70 is quite low.8

The bottom part of Figure 2 shows the life expectancy, and expected number of

years with use of home care and nursing home care, for each pension wealth group.

Despite a lower life expectancy, the elderly with the least financial means spend more

lifeyears, on average, in need of home care and nursing home care, and presumably,

more lifeyears in poor health. This also results in the highest expected LTC costs for

these groups. The statistics of the estimated lifetime LTC costs across total wealth

groups can also be found in Table 2. The total LTC costs for the quintile with the

lowest total wealth are 95,000 euros on average. For the highest quintile, this is 61,000

euros. Groups with low financial wealth do not have a higher probability of using any

LTC. The difference in costs is thus driven by the intensity of use9: within the lowest

wealth quintile, the 5 percent users with the highest cost spend 378,000 euros of LTC

or more. For the highest wealth quintile, this is 263,000 euros or more.

8One reasons for this is that we only look at singles. Elderly couples tend to have more wealth than

singles. See Hussem et al. (2017) and statline.cbs.nl.
9Differences in average discounted costs across income groups are also partly explained by differ-

ences in timing. High total wealth groups live longer, and thus, on average, use LTC at higher ages

than low groups. Differences in timing explain about 10% of the total difference in discounted costs:

with discounting with 1.5% the lowest wealth group has average costs that are 40% higher than for the

highest wealth group, without discounting this is 37%.
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Table 2: Descriptive statistics for lifetime LTC costs at age 70, for the whole popula-

tion and by pension wealth group 1 (lowest wealth) to 5 (highest).

group mean std % no use p25 p50 p75 p95

all Home care 30,828 54,443 19 725 8,336 36,487 137,710

Nursing home 44,773 96,847 48 0 520 34,564 253,662

Total 75,601 115,108 13 2,815 24,197 100,691 320,102

1 Home care 41,666 68,518 19 631 11,914 52,097 184,312

Nursing home 53,470 107,055 45 0 1,647 50,741 282,133

Total 95,136 131,260 13 3,667 39,399 134,608 378,229

2 Home care 36,128 62,571 20 609 9,409 45,665 156,545

Nursing home 50,329 106,662 48 0 904 40,772 276,758

Total 86,457 127,007 14 3,065 31,038 118,524 350,258

3 Home care 28,151 48,228 19 772 7,924 34,437 125,686

Nursing home 47,533 101,113 47 0 994 38,608 261,889

Total 75,685 115,777 13 3,017 23,133 97,968 321,145

4 Home care 22,966 40,352 19 723 6,678 26,458 104,716

Nursing home 35,685 81,948 51 0 0 22,370 216,135

Total 58,651 94,347 14 2,170 16,609 74,110 258,735

5 Home care 24,422 43,268 18 929 7,845 28,541 108,673

Nursing home 35,972 81,358 51 0 0 25,914 216,918

Total 60,394 95,849 13 2,587 18,909 76,217 263,390
Pension wealth groups are quintiles of total lifetime wealth (initial wealth and present value of

pension income), see Section 3.4. All amounts are discounted using a discount factor of 1.5% (see

Table 4).

11



70 75 80 85 90 95

0
50

00
10

00
0

15
00

0
20

00
0

Age

Av
er

ag
e 

sp
en

di
ng

total

nursing home care

home care

(a) Average costs by age

0.00

0.25

0.50

0.75

1.00

70 75 80 85 90 95

Age

Use group

Dead

Costs >  22400

Costs >  4956 and < 22400

Costs <  4956

No costs

(b) Proportion of people in a LTC use category, by age

Figure 1: LTC costs by age.

12



2 3 4

Pension wealth group

0
10

0
20

0
30

0
40

0
50

0
60

0
70

0

1 (lowest) 5 (highest)

x 
10

00
 e

ur
o

Home care

Nursing home

Income

Financial wealth

(a) Expected LTC costs, expected lifetime income, initial financial wealth

1 (lowest) 2 3 4 5 (highest)

Pension wealth group

0
5

10
15

20

N
um

be
r o

f y
ea

rs
 a

fte
r a

ge
 7

0

Without care

With home care

In nursing home

1.7

3.6

9.2

1.6

3.4

9.6

1.6

3.1

11.2

1.3

2.8

12

1.3

2.9

12.8

(b) Expected lifeyears (with LTC use)

Figure 2: Descriptive statistics for each pension wealth group, at age 70.
Pension wealth groups are quintiles of total lifetime wealth (initial wealth and present value of

pension income), see Section 3.4. All amounts are discounted using a discount factor of 1.5% (see

Table 4).
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4 A model of lifecycle consumption after retirement

4.1 The model

We implement a standard lifecycle model with forward looking individuals to model

consumption and saving behavior under uncertainty about mortality and LTC use.

Consumption and saving, conditional on initial wealth and pension income taken from

the lifecycle paths, are determined by the model. LTC use and mortality are taken

directly from the lifecycle paths, and are exogenous. They do differ across individ-

uals, and individuals do form expectations on them (based on their current and past

realizations) but they are not affected by the behavior of the individuals.

The estimated lifecycle paths provide a non-parametric distribution function of

LTC costs and mortality: all paths for individuals with the same initial characteristics

at 70 are random draws from the same stochastic process. This means that we can use

a simulation-based technique to calculate the expected values that individuals need to

maximize their expected lifetime utility. We further explain this technique in Section

4.2. First, we discuss the setup of the lifecycle model.

The basic model

We model consumption and savings decisions of an individual i after retirement. We

start with a relatively simple model, and add several extensions (bequests, health-state

dependent utility of consumption, pension income) in the next section. The individual

starts at the pension age, t = 0, with initial wealth Wi,0. He uses this wealth to finance

consumption over the remaining time periods t ∈ 1, ..., T . The individual faces uncer-

tainty about the duration of remaining life and the amount of LTC co-payments. We

assume that the individual only derives utility from consumption. The individual wants

to maximize his expected utility over his remaining lifetime. With a time-separable

utility function, the value function (V ) an individual maximizes is:

Vi,0 = E

[

T
∑

t=0

(

βtu(ci,t)
t
∏

s=0

pi,s

)]

, (2)

with pi,s the probability of surviving period s, and β the discount factor.

Each period, the individual has to choose the amount of his wealth Wi,t he wants to

consume now (ci,t), and the amount he wants to save for later (mi,t). The individual is

also faced with co-payments for LTC costs hi,t. He faces the following annual budget

constraint:

ci,t +mi,t + hi,t = Wi,t. (3)

We impose the borrowing constraint Wi,t ≥ 0.The timing is such that first hi,t has to

be paid, and then the individual decides how to divide his remaining wealth between

ci,t and mi,t. We treat the level of private LTC spending, hi,t, as given: the individual
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does not weight utility gained from hi,t against utility from ci,t, but instead hi,t is an

exogenous shock.

The utility function is defined as a standard CRRA function:

u(ci,t) =
c
1−γ
i,t

1− γ
. (4)

This implies that individuals want to smooth consumption evenly over the lifecycle.

Wealth growths with the risk free interest rate r − 1, so that

Wi,t+1 = mi,tr. (5)

We impose a consumption floor, so that annual consumption cannot drop below 10,000

euros.

Extensions

We extend the model in four ways. First, we allow for a fixed pension income stream

y (state pension and/or annuity). We do not endogenize the annuitization decision, but

take the amount of initial wealth that is annuitized as given (see Section 4.3)10. The

budget constraint with a fixed annual income becomes

ci,t +mi,t + hi,t = Wi,t + yi. (6)

Second, we allow the level of co-payments to depend on wealth and pension in-

come. Let Hi,t be the total LTC spending the individual needs in period t. This spend-

ing is exogenous. Private LTC spending, hi,t, is not necessarily equal to Hi,t, but

depends on the co-payment rules set by the government. We use the following general

co-payment rule:

hi,t = min[τHi,t,max(νyyi + νwWi,t − δ, 0), µ]. (7)

This general rule allows us to emulate the Dutch co-payment system, but also to in-

clude other variants, such as a flat-rate co-payment independent of spending power.

The government sets the parameters τ, νy, νw, δ, and µ. The parameter τ determines

what share of total health care spending has to be paid by the individual himself. The

parameters νy and νw are the maximum shares of income and wealth that have to be

spent on co-payments. The parameter δ can be seen as a deductible: a fixed amount of

income that is exempted from the co-payments. The government can also set an over-

all maximum µ on annual co-payments on top of the income- and wealth-dependent

maximum.

The way the government sets the co-payment rules affects the optimization prob-

lem of the individuals. When νw > 0, co-payments are no longer fully exogenous

since they depend on the annual savings chosen by the individual.

10The model can easily be extended to include endogenous annuitziation of initial wealth, see Peij-

nenburg et al. (2017)

15



Third, we include a bequest motive. We assume that the individual derives utility

from the level of wealth Wi,death he leaves at time of death. Following Kopczuk and

Lupton (2007) we use a linear specification for the utility function in case of death:

u(Wi,t|t = tdeath) = θWi,t. (8)

As noted by Kopczuk and Lupton (2007), this specification gives an intuitive notion of

bequests as a luxury good: as wealth increases, the marginal utility from bequests in-

creases relative to the marginal utility of consumption. At the same time, less wealthy

individuals also derive (some) utility from leaving wealth at the moment of premature

death.

Fourth, we allow for health state-dependent utility. The utility an individual de-

rives from non-health care consumption could depend on his health status (disability).

Finkelstein et al. (2013) find that an increase in the number of chronic diseases has a

significant negative impact on the marginal utility of consumption. A priori, however,

the effect of poor health could go both ways: individuals might derive less utility from

things like eating out or recreation, but at the same time demand for things like clean-

ing help, wheelchairs, and stair lifts might increase (Meyer and Mok, 2009). Indeed,

as pointed out by Peijnenburg et al. (2017), there is no consensus in the empirical

literature on the size and even the sign of the effect.

As we do not observe health directly, we use the fact that someone uses nursing

home care as a proxy. We only consider the use of nursing home care as an indicator

of severe disability and not the use of home care. A negative effect on the marginal

utility of consumption is more likely for nursing home care users, as this type of care is

relatively comprehensive and encompasses most additional consumption needs related

to disability such as housing and cleaning.

To include state-dependent utility, we use the following commonly used adaptation

of the utility function in Equation (4) (Palumbo, 1999; De Nardi et al., 2010; Peijnen-

burg et al., 2017):

u(ci,t) = (1− κ∆i,t)
(ci,t + ξ∆i,t)

1−γ

1− γ
. (9)

The variable ∆i,t is a dummy indicator for poor health, which we define as an individ-

ual having any nursing home care in period t. The parameter κ determines the relative

change in the marginal utility of consumption in poor health (∆i,t = 1) compared to

good health (∆i,t = 0). When κ < 0, marginal utility is lower in poor health. When

κ = 0, marginal utility is equal in both health states. The parameter ξ determines

the curvature of the utility function in poor health. At the same time, ξ can be given

a practical interpretation in the Dutch context. Nursing homes also cover part of the

basic costs of living of their inhabitants (e.g. meals). The parameter can thus be used

to model the level of basic living costs that is provided by the nursing home.

16



Outcome

The main outcome measure we use to present the welfare effects of different co-

payment schemes across groups is the certainty equivalent consumption (CEC). Based

on their characteristics at age 70, individuals expect a particular level of consumption

over the rest of their life, but this expectation is surrounded by uncertainty because of

LTC payments. The CEC is the minimum level of certain annual consumption indi-

viduals would be willing to accept instead of their uncertain expected consumption.

The CEC is lower than the expected consumption, as the individuals are risk-averse

and willing to pay a premium to insure this riks. Formally,

CEC = u−1

(

Vi,0
∑T

t=0
βt
(
∏t

s=0
pi,s
)

)

(10)

More specifically, we will show the averages of this measure CECg,v for each pension

wealth quintile g = 1, .., 5 across policy variants v.

4.2 Numerical approach

The individual’s maximization problem can be solved using dynamic programming.

The lifecycle optimization problem is divided into smaller yearly optimization prob-

lems. The algorithm starts at the last time period T , and is then solved backwards

recursively. We set T at age 95. We solve this problem using the approach developed

by Koijen et al. (2010), that has been applied to LTC financing in the U.S. by Peij-

nenburg et al. (2017). The approach combines the method of endogenous gridpoints

(Carroll, 2006) with a simulation based approximation of the expected values (Brandt

et al., 2005). This makes it well suited to use in combination with the non-parametric

estimation of the lifecycle paths. Most approaches approximate the stochastic pro-

cesses (mortality, LTC costs) by a limited number of discrete states. De Nardi et al.

(2018), for instance, first use a non-parametric model to estimate earning dynamics,

but then discretize the outcomes (although in a quite flexible way) to use them in their

behavioral lifecycle model. Instead, the method of Koijen et al. (2010) allows us to

directly use the lifecycle paths as inputs.

Specifically, solving the maximization problem involves the estimation of decision

rules (the optimal amount of consumption in period t given initial wealth Wi,t at the

beginning of t) over a grid of values for Wi,t. In the endogenous gridpoints method,

these decision rules are determined by finding the optimal consumption c∗i,t for a grid

of values for wealth mi,t at the end of period t (after consumption and health care

costs). Given that we already have the optimal consumption rules for period t + 1,

optimal consumption in t given mi,t is determined by the Euler condition:

c∗i,t|mi,t = (E(βc∗−γ
i,t+1r|mi,t))

−
1

γ . (11)

The most relevant part of the method of Koijen et al. (2010), in our context, is that

E(βc∗−γ
i,t+1r|mi,t) is estimated using a simulation approach. The lifecycle paths provide

17



a large number of random draws (i = 1, .., N ) from the stochastic process determining

mortality and LTC spending. Because of the Markov properties of the matching proce-

dure, this expectation only depends on the value of the state variables (LTC spending

and background characteristics) at time t. We can thus approximate E(βc∗−γ
i,t r|mi,t) by

regressing the realizations of c∗i,t+1|mi,t for all individuals on a polynomial expansion

of their state variables at time t. Appendix C provides a more detailed overview of the

numerical procedure.

4.3 Implementation

We use the lifecycle paths and the lifecycle model to assess the average payments and

the welfare effects of the Dutch income- and wealth-dependent co-payment system

across income and wealth groups. In order to do so, we compare the current system to

two alternatives.

Policy variants

In the Dutch system, co-payments depend on both income and wealth. A stylized

example is given in Figure 3: LTC users pay the full costs out-of-pocket until they

reach an income- and wealth-dependent annual maximum. We emulate the Dutch

co-payment scheme in 2015 using the formula in Equation (7). In this scheme, 75%

of income and 9% of financial wealth11 is included in the co-payment for nursing

home care and 15% of income and 2% of financial wealth for home care. There is a

deductible of 4,500 euros for nursing home care and 16,600 euros for home care. A

maximum co-payment applies of 27,000 euros regardless of income and wealth.

To assess how the Dutch system affects costs and risk across groups, we introduce

two alternative co-payment schemes for the counterfactual analysis. To make a fair

comparison, we set the parameters of these alternatives in such a way that they raise

an equal amount of aggregated revenues as the current system. The first alternative is

an income-dependent co-payment: maximum co-payments are a share νy of income,

but do not depend on an individual’s wealth. As the total revenues of the system are

set to be the same, νy is higher than in the current system. As a result, care users with

a relatively high income compared to their financial wealth will pay more, while care

users with a relatively low income and high wealth will pay less than they currently

do. This variant resembles the co-payment scheme in place before 2013. During the

2017 Dutch election campaign, some Dutch political parties proposed to return to a

co-payment system only depending on income (CPB, 2017).

The second alternative is a flat-rate co-payment: co-payments are a fixed percent-

age τ of an individual’s annual LTC costs, independent of his income and wealth.

Figure 3 also shows a stylized version of this system. The flat-rate is smaller than

1112% of financial wealth is added to the income definition used to calculate the co-payment. As 75%

of this income definition is included, this means that 0.12*0.75 = 9% of financial wealth is included.
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Figure 3: The design of the co-payment. The relationship between total annual LTC

costs and annual co-payments for individuals with low and high financial means in the

current income- and wealth-dependent system, and in the alternative flat-rate system

(independent of financial means).

one, which means that at a low amount of LTC use, co-payments are lower than in the

current system. However, as there is no income- and wealth-dependent maximum, at

higher amounts of LTC use, the co-payments are higher than in the current system. As

shown in the figure, the flat-rate will increase co-payments for the most of intensive

LTC users with low financial means.

The policy parameters for the current system and the two alternatives are shown in

Table 3.12 In the two alternative systems, we retain the current maximum co-payment

level of 27,000 euros. In all cases, co-payments do no exceed the actual LTC costs.

The consumption floor, set at 10,000 euros, also restricts the annual co-payments.

Other parameters

The other parameters are set in line with the literature. See Table 4. In the main

specification we include a bequest motive by setting θ−1/γ = 50.000. This number is

in line with the range of values estimated by Kopczuk and Lupton (2007), and means

that above 50.000 euros the marginal utility of leaving a bequest is higher than the

marginal utility of consumption. We set the risk aversion parameter γ to 3. In the main

specification, the utility from consumption does not depend on health.

12For home care, co-payments are not based on costs (tariffs) but on a (lower) fixed hourly amount.

We only observe total annual costs in the lifecycle data. Therefore, we set the share of costs paid by

the user (τ) to 26 percent for the current system and the income-dependent co-payment variant. This 26

percent is the fixed hourly amount divided by the average hourly tariff.
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Table 3: Policy parameters in each variant, for the main specification. The co-payment

rule (Equation 7) is : ht = min[τHt, νyy + νwWt − δ, µ]

Variant τ νy νw δ µ

1 Inc and wealth dep. nursing home 1 0.75 0.09 4,500 27,000

1 Inc and wealth dep. home care 0.26 0.15 0.02 16,500 27,000

2 Inc dep. nursing home 1 0.88 0 4,500 27,000

2 Inc dep. home care 0.26 0.18 0 16,500 27,000

3 Flat-rate nursing home 0.37 0 0 4,500 27,000

3 Flat-rate home care 0.16 0 0 16,500 27,000

We perform six sensitivity analyses. In the first, we do not include a bequest mo-

tive. In the second, we set θ−1/γ = 40.000, which means that the bequest motive

becomes important also at lower levels of wealth. In the third and fourth, we set a

higher (γ = 5), respectively lower (γ = 2) risk aversion. In the fifth, we introduce

health state-dependent utility of consumption. We set κ = 0.2 which means that the

marginal utility of consumption is 20 percent lower for individuals living in a nursing

home than for others. De Nardi et al. (2010) choose a similar value for κ and it seems

to be at the more extreme side of the range of values found by Finkelstein et al. (2013).

In the last analysis, we set ξ = 5, 000. This means that individuals in a nursing home

gain annually 5,000 euros of consumption.

Table 4: Values of parameters in different specifications

r β γ θ−1/γ ξ κ

Main specification 1.015 0.985 3 50,000 0 0

No bequests 1.015 0.985 3 . 0 0

Lower bequest level 1.015 0.985 3 40,000 0 0

Higher risk aversion 1.015 0.985 5 50,000 0 0

Lower risk aversion 1.015 0.985 2 50,000 0 0

State dep. utility 1.015 0.985 3 50,000 0 -0.2

Lower costs in a nursing home 1.015 0.985 3 50,000 5,000 0

4.4 Match between the lifecycle wealth data and the model

As we are interested in the effects of LTC co-payments across different wealth groups,

the ability of the lifecycle model to match the distribution of wealth in the actual pop-

ulation is of particular interest. The non-parametric method we use to estimate the

source data for the model has an additional advantage here. We have included finan-

cial wealth as one of the matching variables in the nearest neighbor algorithm. This

means that we can compare the distribution of wealth across life generated by the

lifecycle model to the wealth data in our lifecycle paths. Normally, researchers do

20



not have this data, and need to rely on comparison to a cross-sectional age pattern of

wealth (possibly plagued by cohort effects) or age patterns based on short panel data.

In Figure 4 we show the cumulative distribution of financial wealth, in the lifecycle

data and as generated by the model in the main specification, across all ages. Each age

for each individual (if alive) is one observation here, so we basically treat our lifecycle

data as one cross-section. The lifecycle model seems to fit this overall distribution of

wealth in the data quite well. The model slightly undersamples the levels of wealth

between 50,000 and 100,000 euros. It slightly oversamples observations in the range

between 100,000 and 150,000 euros.

As a second assessment, we consider how well the lifecycle model is able to match

the age profiles of wealth for different subgroups. Figure 5 shows median financial

wealth by age for individuals belonging to a particular group (based on their initial

wealth at age 70 and their annual income). As we have in total 50 combinations (5

income quintiles and 10 wealth deciles), we only show a selected number of them,

others are available upon request.

The model seems to match the lifecycle profiles of wealth quite well for most

groups. One notable exception are individuals with a low income (and a low or mod-

erate level of wealth). In the lifecycle model, these individuals dissave: their financial

means are so limited that saving apparently does not protect them against shocks in

LTC costs. If they are hit by any substantial shock, their consumption drops below the

consumption floor anyway such that their income is supplemented to guarantee 10,000

euros of consumption. In the lifecycle data, low income groups do save or at least not

dissave. One reason for this might be that they face different, relatively small, financial

shocks (e.g. repair of durables) that are not taken into account in our model.

The match between the model and the data for groups with low income and wealth

could be improved, for instance by increasing the risk aversion or by strengthening

the bequest motive. However, this would come at substantial costs in terms of the

fit for the other groups, especially the groups with high financial wealth. We do not

expect the mismatch for the low income groups to have substantial effect on our results,

because the savings of these groups in the data are still very low. We do run a number

of sensitivity tests using other parameter settings including lower risk aversion and a

stronger bequest motive.
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5 Results

5.1 Results for the main specification

Table 5 shows the certainty equivalent consumption (CEC) in the current co-payment

system. The table also shows to what degree lifetime wealth is spent on average an-

nual consumption, LTC payments, and annualized bequests (the amount of lifetime

wealth at death). The results are shown for each pension wealth group, based on the

total lifetime wealth someone has at his disposal (see Section 3.4). There are consid-

erable differences in CEC across pension wealth groups. The group with the lowest

financial means has a CEC of 13,368 euros, while the highest group has 40,240 eu-

ros. LTC payments also vary considerably across pension wealth groups. The current

co-payment system leads to a significant redistribution of income from high to low

groups: although the highest pension wealth group uses 30 percent less LTC than the

lowest group (see Table 2), its average payments are 2.5 times as high (1,606 vs 617

euros).

Table 5: Certainty equivalent and average annual consumption, annual LTC payments

and annualized bequests by pension wealth group (1-5). In the current system (1) and

in the two alternatives.

1 2 3 4 5

1 Inc and wealth dep., in levels

CEC 13,368 15,551 18,698 24,286 40,240

Consumption 13,648 16,062 19,438 25,093 37,538

LTC 617 1,001 1,200 1,263 1,606

Bequest 27 244 833 1,751 6,399

2 Inc dep., change compared to 1

CEC -45 -205 -309 -352 50

Consumption -47 -231 -402 -446 -227

LTC 25 62 46 5 -142

Bequest 12 244 491 567 470

3 Flat-rate, change compared to 1

CEC -310 -565 -784 -412 131

Consumption -249 -587 -885 -546 -517

LTC 220 224 134 -94 -437

Bequest 14 469 865 635 1,000
Pension wealth groups (1 is lowest, 5 is highest) are quintiles of total lifetime wealth (initial wealth

and present value of pension income), see Section 3.4.

To assess the effect of the current co-payment system on the CEC across pension

24



wealth groups, we compare it to the two alternatives: a co-payment based solely on

income, and a flat-rate co-payment independent of financial means. Table 5 shows

how going from the current system (v = 1) to one of the two alternatives (v = 2, 3)

affects the CEC of each group g: (CECg,v − CECg,1). In Figure 6, the change

in CEC is expressed as a percentage of current welfare:
CECg,v−CECg,1

CECg,1
. The figure

shows the change in average payments, and the total change in CEC. The total change

encompasses the effect of the average payments, but also includes the effects of risk

and the allocation of pension wealth across lifeyears.

That the current system redistributes relatively strongly from high to low pension

wealth groups becomes clear when we consider the average payments in the other two

alternatives. The two alternatives raise the same overall revenue, which means that the

change in average payments is purely a redistribution of the burden across the groups

(the change in payments across groups adds up to zero13). An income-dependent co-

payment would lead to a decrease in average payments for the highest pension wealth

group, and an increase for the others, especially the second and third group. A flat-rate

co-payment would lead to a decrease in average payments for both the highest and

second highest pension wealth group.

Compared to the two alternatives, the current co-payment system offers more pro-

tection against risk for low and middle pension wealth groups. Table 6 shows the

distribution of discounted lifetime co-payments in the three variants, for the lowest,

the middle, and the highest pension wealth group. For both the lowest and the mid-

dle group, going to a an income-dependent or flat-rate co-payment would increase

payments, especially for individuals using a lot of care (the right-hand tail of the dis-

tribution). The increases in payments for heavy users of LTC is most substantial in

case of the flat-rate. In contrast to the low and middle group, heavy users of LTC in

the highest pension wealth group would actually be confronted with lower payments.

This indicates that the current system puts a relatively strong burden on the intensive

users of care with high financial means.

The effects on risk are reflected by the welfare effects. Although the two alterna-

tives raise the same overall revenue, all pension wealth groups, with the exception of

the highest, are better of in the current system. Especially the welfare loss associated

with going from the current system to a flat-rate is substantial. Groups lose between

2.2 tot 4 percent of their current CEC (Figure 6). Interestingly, it is not the lowest

pension wealth group that would be most affected by the introduction of a flat-rate, but

the middle groups (quintiles 2, 3, and 4). The income of members of quintile 1 is rela-

tively close to the consumption floor. This means that even if the co-payment does not

depend in income and wealth, the additional net payments that heavy LTC users in this

group are faced with are relatively limited. The middle groups hardly benefit from the

consumption floor and do face the risk of having to pay the high flat-rate co-payments.

The protection offered by the current system comes at the costs of the highest

pension wealth group: they would have a higher CEC in an income-dependent or a

13The numbers in the table do not exactly add up to zero because of the numerical approximation.

25



Table 6: Distribution of lifetime co-payments, by pension wealth group (1,3,5). In the

current system (1) and the two alternatives.

group variant p25 p50 p75 p95

1 1 Inc and wealth dep. 872 4,474 11,064 28,586

2 Inc dep. 880 4,746 11,622 29,577

3 Flat-rate 723 6,287 16,489 36,942

3 1 Inc and wealth dep. 915 7,386 23,161 66,287

2 Inc dep. 915 7,221 23,387 70,003

3 Flat-rate 552 4,926 24,980 81,470

5 1 Inc and wealth dep. 776 6,496 28,787 106,823

2 Inc dep. 767 6,159 26,017 96,322

3 Flat-rate 472 3,938 18,377 86,222
Pension wealth groups (1 is lowest, 5 is highest) are quintiles of total lifetime wealth (initial wealth

and present value of pension income), see Section 3.4. All amounts are discounted to age 70.

flat-rate system than in the current system. Average payments for this groups are sub-

stantially lower in the alternatives. Also, the heavy LTC users from this group already

have relatively high co-payments in the current system (close to the overall annual

maximum of 27,000 euros in place in all variants), so that the additional risk they

would face when going to a flat-rate co-payment is limited. There is substantial het-

erogeneity behind the welfare effect for the highest pension wealth group as a whole.

Individuals with high financial wealth and a relatively low income benefit from a solely

income-dependent co-payment, but individuals with a high income and relatively low

financial wealth do not (Appendix D, Figure 9). Individuals with a high income benefit

from a flat-rate co-payment, but individuals with high financial wealth (and not a high

income) do not (Appendix D, Figure 10).

Extending the analysis from average consumption to the welfare effects, makes a

big difference. As Figure 6 shows, the effect of a co-payment variant on CEC can

differ considerably from the effect on average payments. Compare, for instance, the

difference between the flat-rate co-payment and the current system for pension wealth

group 3: the average annual payments increase by 134 euros, while the total loss in

CEC is 784 euros.

Including the effects on saving behavior is relevant as well. This can be seen by

comparing the bequests across policy variants (Table 5). The amounts shown here are

the (discounted) annualized averages. By comparing this to the annual consumption

and payments, we can see what share of lifetime pension wealth is, on average, left at

death. The co-payment system affects the bequests in three ways: First, when an indi-

vidual pays a co-payment this lowers his financial wealth directly. Second, in response

to a higher risk of co-payments, individuals increase their savings, which increases

average wealth at death. Third, when wealth is taxed (as in the current system) this

has a negative effect on savings. In the income-dependent system and especially the

flat-rate co-payment, bequests increase for all groups.
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Figure 6: The change in average payments and total welfare, resulting from going

from the current co-payment system to one of the alternatives. For each pension wealth

group (1 is lowest, 5 is highest).
Pension wealth groups are quintiles of total lifetime wealth (initial wealth and present value of

pension income), see Section 3.4. The change in welfare in going from the current system (v = 1)

to alternative system v, for group g is measured as: (CECg,v − CECg,1)/CECg,1.
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5.2 Sensitivity analysis

As described in Section 4.3, we run six sensitivity tests using different parameteri-

zations. When we change the parameters of the utility function, this also affects the

revenues raised in the current co-payment system. In the absence of a bequest motive,

for instance, individuals will save less, which reduces the revenues raised through the

wealth-dependent part of the co-payment. To make a fair comparison across the co-

payment systems within each sensitivity analysis, we keep the policy parameters of the

current system fixed (at the level in Table 3), but we adjust the policy parameters of

the alternatives so that they raise an equal amount of revenue as the current system in

each case.

Our main interest here is to see whether our main conclusion, that the current

system leads to a higher welfare for the low and middle pension wealth groups than

the two alternatives, is sensitive to our choice of policy parameters. Table 7 shows the

relative change in certainty equivalent consumption,
CECg,v−CECg,1

CECg,1
, when going from

the current system to an income-dependent or flat-rate co-payment by pension wealth

group for the main specification and for the sensitivity analyses (this is equal to what

is shown in Figure 6 for the main specification).

In general, the results for all pension wealth groups, except the highest, are quite

similar across different parameter settings. Going from the current system to one of

the two alternatives leads to a welfare loss. This loss is largest for the middle income

groups, and is most substantial in case of the flat-rate alternative. There are some dif-

ferences in the magnitude of the effects compared to the main specification though. As

the different parameterizations also affect the outcomes in the current system, identify-

ing the mechanisms underlying these differences in magnitude is not always straight-

forward. The exclusion of the bequest motive does not seem to affect the outcomes of

the low and middle groups very strongly. A higher risk aversion leads to higher losses

in welfare, especially when going to a flat-rate co-payment, and a lower risk aversion

to lower losses. The effects of health state dependent utility and lower costs of living in

a nursing home are quite heterogeneous, but they seem to lead to less welfare loss for

the middle groups when going from the current to a solely income-dependent system.

For the highest pension wealth group, results vary somewhat more. In the main

specification, the highest pension wealth group would gain from going from the current

system to a solely income-dependent or flat-rate co-payment. In the other parameter

settings (no bequest motive, higher risk-aversion), this is not always the case. When

we set the level at which bequests outweigh the marginal utility of consumption at

40,000 instead of 50,000, going from the current to a flat-rate co-payment would lead

to a more substantial increase in welfare for the highest group.

We conclude that our main results are quite robust: compared to the two alter-

natives, the current system protects the individuals with low and moderate financial

means against high payments for LTC. Only for individuals with very high financial

means, the reduction in average payments in the two other variant, due to less redistri-

bution, can outweigh the costs of the additional risk.
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Table 7: The change in welfare from going from the current system to one of the two

alternatives, by pension wealth group. For different parameter specifications.

Main specification

2 Inc dep. -0.33 -1.32 -1.65 -1.45 0.12

3 Flat-rate -2.32 -3.63 -4.2 -1.7 0.33

No bequest motive

2 Inc dep. -0.31 -1.25 -1.56 -1.47 -0.21

3 Flat-rate -2.25 -3.51 -4.14 -1.62 0

Lower bequest level

2 Inc dep. -0.35 -1.37 -1.7 -1.44 0.67

3 Flat-rate -2.37 -3.74 -4.23 -1.75 2.32

Higher risk aversion

2 Inc dep. -0.91 -3.05 -3.3 -3.14 -0.29

3 Flat-rate -3.7 -5.88 -6.2 -2.44 0.16

Lower risk aversion

2 Inc dep. -0.21 -0.62 -0.7 -0.86 0.13

3 Flat-rate -2.16 -1.63 -2.38 -1.39 0.11

State dep. utility

2 Inc dep. -0.25 -0.92 -1.32 -1.35 0.09

3 Flat-rate -2.42 -2.55 -3.81 -1.75 0.15

Lower costs of living in a nursing home

2 Inc dep. -0.28 -0.82 -0.88 -1.03 0.12

3 Flat-rate -2.65 -4.11 -4.18 -1.67 0.55
Pension wealth groups (1 is lowest, 5 is highest) are quintiles of total lifetime wealth (initial

wealth and present value of pension income), see Section 3.4. The change in welfare in go-

ing from the current system (v = 1) to alternative system v, for group g is measured as:

(CECg,v − CECg,1)/CECg,1. The parameter values for each specification can be found in Ta-

ble 4.
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6 Discussion

We have simulated the longitudinal dynamics of LTC costs in the Netherlands, using

the non-parametric nearest-neighbor approach. This approach has advantages com-

pared to parametric approaches, especially its flexibility and the possibility to easily

include the relationship between dynamics in LTC costs and other variables of inter-

est. We have also shown that this flexible approach can be applied in the context of

a structural lifecycle model using the simulation based numerical optimization proce-

dure developed by Koijen et al. (2010).

We have evaluated the Dutch LTC financing system, in which co-payments are

based on a fixed share of income and wealth. We have found that there is a strong

income- and wealth-gradient in the lifetime use of long term care. Compared to a

flat-rate or a solely income-dependent co-payment raising the same revenue, the Dutch

system redistributes the costs of co-payments from the elderly with the lowest financial

means, who on average use the most care, to the elderly with the highest means, who

use the least care.

The lifecycle model allows us to take the welfare effects of risk into account. Our

analysis underlines the point of McClellan and Skinner (2006) that including risk in

the effects of care systems is important. It turns out that the income- and wealth-

dependency especially protects the elderly in the middle groups against financial risks:

the certainty equivalent consumption is considerably higher in the current system than

in case of a flat-rate co-payment for these groups. Thus, conditional on the existence of

a safety net for the poorest, the protection against risk offered by social LTC insurance

is most important for the individuals with substantial income and wealth, as they have

most to lose. This finding is quite similar to what De Nardi et al. (2016) have found for

Medicaid. In our specific case, the richest group would benefit from a flat-rate system,

since they already pay relatively substantial payments in the current system and have

sufficient financial means to cope with risk.

Our results show that the Dutch system might be a relatively good way to use co-

payments in LTC while still offering substantial income protection. In this system, the

financial means of LTC users are taken into account, but they do not have to deplete

all their resources before gaining access to the public insurance. This means that the

system protects the elderly with some income and wealth better against costs than a

fully means-tested system (e.g. Brown and Finkelstein (2007)) that is used in many

other countries. Although we think that this general message holds in other settings,

our specific results do depend on the setting of the Dutch system and the alternative

systems that we have presented. For instance, we have not changed the absolute limit

of 27,000 euros of co-payments per year in all variants, and we have kept the overall

share of spending financed by out-of-pocket payments constant.

There are three choices in our approach that are important for the interpretation of

ours results. First, we have focused on the distributional effects of co-payments during

the retirement phase, starting at age 70. Not modeling the working phase of life helps

to keep the model tractable and computationally manageable. This has enabled us to
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include a relatively large amount of detail, both in the dynamics in LTC costs and the

policy variants. The costs of not modeling the working life phase is that we might over-

estimate the welfare losses due to co-payments, as individuals might increase savings

before retirement as a precaution.

Second, we have restricted the analysis to singles to keep the lifecycle model

tractable. The effects for couples can be expected to differ, as they can rely more on

informal care and are able to share financial shocks. One of the advantages of the near-

est neighbor approach is that the inclusion of additional variables, such as household

status, is very straightforward (see Hussem et al. (2016) for an example). An exten-

sion of the model to multi-person households would thus be an interesting exercise for

further research.

Third, we have treated LTC costs as exogenous shocks. In theory, co-payments

reduce inefficient use of care (moral hazard) as they increase the marginal costs of

care use for the patient. An issue in modeling LTC use as an endogenous decision

is that the empirical literature on the effects of co-payments (or prices) on LTC use

is very limited (Konetzka et al., 2014), and inconclusive (e.g. Grabowski and Gruber

(2007); Li and Jensen (2011); Konetzka et al. (2014)). These studies provide no insight

in two things that would be crucial in our setting: the effect of the marginal price at

different levels of LTC use and the income elasticity of LTC demand.

The insights on these two issues are inconclusive. Theoretical findings on the trade-

off between insurance and moral hazard at different levels of care need suggest that co-

insurance rates should be high in good health states, in which elasticity of demand is

high, and low or zero in poor health states, in which elasticity of demand is low (Drèze

and Schokkaert, 2013; Blomqvist, 1997). This seems to be in favor of the current

Dutch system, in which the marginal annual co-payment rate is a 100 percent at low

levels of care, and zero at high levels of care due to the income- and wealth-dependent

maximum. In contrast, a flat-rate might be more optimal as it puts relatively high

co-payments on the groups with low financial means, who in standard models (e.g.

De Nardi et al. (2010, 2016)) are more price sensitive. In the case of public insurance,

however, high income groups might be more price sensitive for public LTC, as they

have more possibilities to substitute with private care. In 2013, the Dutch government

increased the wealth-dependent co-payment. This might offer another opportunity for

future research (for work on this for home care see Non (2017)).

7 Conclusion

Income- and wealth-dependent co-payments provide more value of insurance than flat-

rate co-payments, that do not depend on the financial means of the LTC user. This

insurance is particularly important for elderly in the middle groups. Elderly with little

financial means benefit from an income- and wealth-dependent co-payment, compared

to a flat-rate co-payment, both because their LTC payments are lower on average and

because they are exposed to less financial risk. Elderly with higher financial means
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have to pay more on average, but only for the twenty percent of the elderly with the

highest means this outweighs the costs of the additional risk that comes with the flat-

rate co-payment. Unless one expects that a flat-rate co-payment leads to substantially

less distortions during working life, or substantially decreases moral hazard, the wel-

fare case for an income- and wealth-dependent co-payment seems strong.
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A Removal of period effects from the source data

To remove period effects from the data, we rescale the values of the LTC, income, and

wealth variables in earlier years to 2013 levels. As period effects may not only affect

the mean, but also the shape of the distribution, we perform the following procedure

for each variable. First, we divide the variable in 200 quantiles for each year and spline

these quantiles (cubic splines with 10 knots). Then, we regress the variable on these

splined quantiles. This gives a smooth estimate of the value of the variable over its

entire distribution for each year. Finally, we use differences between the estimated

value in the year of the observation and in 2013 to determine a scale factor for each

quantile. We scale the original values of the variable using these scale factors.

B Comparison of the lifecycle paths to the source data

In this section we provide some additional information on the assessment study to

evaluate the performance of our proposed algorithm.

B.1 Assessment of fit for each outcome

To compare the distribution of a particular outcome variable for some gender g and

initial age a, we use the Anderson-Darling statistic. This statistic has the form

d(G,F ) =

∫

∞

−∞

w(G− F )2dF, (12)

with w = [F (1 − F )]−1, F is the cumulative distribution function of the source data,

and G of the simulated data. The statistic can be interpreted as a distance between

G and F , with lower distances implying a great similarity between G and F . The

Anderson-Darling statistic relatively emphasizes any differences in the tails of the dis-

tribution. Figure 7 shows a heatmap of this statistic across outcomes and age and

gender, for different algorithm settings.The figure shows clear trade-offs: there is no

setting that performs best across all outcomes. The figure also shows that our preferred

setting (10 neighbors and 1 lag for continuous and categorical variables) performs rel-

atively well across the board.

B.2 Results from the assessment study

To give some additional impression of the fit, we show Q-Q plots and compare the

serial correlation in the simulated to that in the actual data. Shown are the results for

85-year old women in 2009. For household income, wealth and home care costs, the

Q-Q plots (Figure 8) generally reveal a reasonable agreement between the simulated

and observed lifecycles in terms of the distribution of the sum over the entire period.

Exception herein are the costs for nursing home care, in which there is substantial
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downwards bias for the simulated costs. We found that this was persistent for several

choices of our algorithm settings. Upon further inspection, we found that the quality

of the nearest neighbors is high (in terms of very small distances between observed

and expected lifecycles), so the algorithm essentially works well. We suspect that

the large variance and skewness of the nursing home care costs (more so than other

variables) are a reason for this. As was documented previously by Wong et al. (2016),

the performance might suffer when the actual underlying distribution is heavy tailed.

Otherwise, we find that the serial correlations are also reasonably similar, even for the

nursing home care costs (see Table 8). The simulated mortality rate also corresponds

well with the observed mortality rate (not shown).

Table 8: Serial correlation in nursing home care costs for women of 85 in 2010. In the

source data and in the simulated data.

Source data (a)

84 85 86 87 88

84 1

85 0.79 1

86 0.67 0.78 1

87 0.60 0.67 0.82 1

88 0.53 0.58 0.72 0.85 1

Simulated data (b)

84 85 86 87 88

84 1

85 0.84 1

86 0.73 0.83 1

87 0.64 0.75 0.86 1

88 0.61 0.69 0.79 0.88 1

Difference (b-a)

84 85 86 87 88

84 0

85 0.05 0

86 0.06 0.04 0

87 0.04 0.08 0.04 0

88 0.09 0.11 0.07 0.03 0
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Figure 7: Heatmap of Anderson-Darling values of fit per outcome variable
Outcomes include housing wealth (wh), financial wealth (wf), gross personal income (inc), institu-

tional care (ci), and home care (ch), for different ages and men (M) and women (F). The parameter

settings are denoted as follows (lag categorical variables, lag continuous variables, number of neigh-

bors.)
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Figure 8: Q-Q plots of the source data versus the simulated data for women of 85 in

2010.
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C Numerical approach

The basic model

We solve the maximization problem using a dynamic programming approach devel-

oped by Koijen et al. (2010). The lifecycle optimization problem is divided into smaller

yearly optimization problems, using Bellman equations. In each period the optimiza-

tion problem can be written as

max [E(Ui,t) = u(ci,t) + Et[Vi,t+1(mi,t)] . (13)

The algorithm starts at the last time period T , and is then solved backwards recursively.

To see how the algorithm works, let’s start in the final period T . If an individual is

still alive at period T , he consumes all his remaining wealth. So optimal consumption

is given by:

c∗i,T = Wi,T − hi,T (14)

and u∗

i,T = u(c∗i,T ).
For period T − 1, we define a fixed grid with j = 1, .., J gridpoints gj for the level

of wealth mi,T−1 the individuals wants to leave for period T . If we know the wealth

level an individual wants to leave after T − 1, the level of optimal consumption c∗i,T−1

is given by the first order condition:

(c∗i,T−1|mi,T−1 = gj) = (E(βc∗−γ
i,T r|mi,t−1 = gj))

−
1

γ . (15)

This is the standard Euler condition implying that individuals want to smooth con-

sumption evenly over remaining lifetime.

To determine E(βc∗−γ
i,T r|mi,t−1 = gj) we use a simulation approach. The idea is

similar to a Monte-Carlo simulation: the lifecycle paths give us a large number of

random draws from the stochastic process determining mortality and LTC spending.

The expected value can then be estimated by averaging over these draws. Note that

for each individual i the realized consumption in T conditional on mi,T−1 is given

by the fact that (if still alive) the individual will consume all the wealth he has left:

(Wi,T |mi,t−1) = mi,t−1r and (c∗i,T |mi,t−1) = mi,t−1r−hi,T . To determine the expected

value we regress these realizations of consumption at T on (a polynomial expansion)

of the state variables (background characteristics and LTC spending) at time T − 1.

This gives

E(βc∗−γ
i,T r|mi,T−1 = gj) ≃ θf(xi,T−1), (16)

with xi,t−1 a vector with the state variables in period t − 1 and f() a polynomial

expansion of some order.14 We estimate this equation using a GLM with log-link, to

ensure that the estimated values are strictly positive.

14In our application, we include dummies for,wealth group, and income group, and include the levels

of current nursing home care and home care use. All variables are interacted with gender.
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The expected values are then obtained by using the predictions from the regression

model (conditional on the state variables), and this also provides the optimal level of

consumption in period T−1 given mi,T−1. We have to perform this procedure for each

gridpoint, and thus have to run a regression for each gridpoint.15

Now that we have the optimal consumption levels c∗i,T−1|mi,T−1 = gj for each fixed

gridpoint gj for wealth at the end of period T−1, we can create a grid with endogenous

gridpoints for wealth Wi,T−1|mi,T−1 = gj at the beginning of period T − 1. These are

given by

(Wi,T−1|mi,T−1 = gj) = (c∗i,T−1|mi,T−1 = gj) + hi,T−1 + gj. (17)

The level of initial wealth at the beginning of T − 1 is determined by the level of

wealth that is saved at T − 2. So we now have the set-up for the iterative algorithm.

Because the endogenous gridpoints Wi,T−1|mi,T−1 = gj are not necessarily the same

as the fixed gridpoint we use for mT−2, we use linear interpolation to obtain the levels

of optimal consumption in T − 1 belonging to the gridpoints g for wealth saved at the

end of period T − 2 for each individual. This then, allows us to estimate expected

optimal consumption at T − 1 using the same regression as in Equation (16). This

gives optimal consumption in T − 2. And this in turn determines the endogenous

gridpoints for Wi,T−2. We can iteratively perform this algorithm for periods down to

t = 1. In the end, we have the optimal consumption for a set of endogenous gridpoints,

Wi,t|mi,t = g1, ...,Wi,t|mi,t = gJ , for each period t . These endogenous gridpoints and

optimal consumption can be different for each individual (path) i.

Now that we have the consumption rules, we can use these to simulate consumption

and saving behavior of the individuals in the lifecycle sample. We do this by assigning

an amount of initial wealth at the start of the first period to each individual. We can

then simulate forward.

Extensions

The inclusion of a bequest motive and state-dependent utility in the optimization pro-

cedure is relatively straightforward. The same is true for including a fixed pension

income. The policy variants require an adaptation to the numerical approach. Wealth-

dependent co-payments put an implicit tax on savings. Individuals have to include this

tax when making decisions on current consumption. Specifically we adapt the Euler

equation (15) by including the expected marginal implicit tax on wealth.

15As pointed out by Koijen et al. (2010) the endogenous grid method facilitates the use of this re-

gression based approach. The optimal consumption can be derived analytically from the Euler equation

(15) once the conditional expectation is known, so we do not need to determine this numerically. Else

we would have to run for each gridpoint a (non-linear) regression at each iteration of the numerical

optimization process, instead of just once for each gridpoint.
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D Additional results
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Figure 9: The change in average payments and total welfare, resulting from going

from the current co-payment system to a co-payment that only depends on income.

For each income and wealth group.
The groups are defined as follows: (wealth decile (1 lowest -10 highest), income quintile (1-5)).

Note that not all combinations of income and wealth groups are equally large.
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Figure 10: The change in average payments and total welfare, resulting from going

from the current co-payment system to a flat-rate co-payment. For each income and

wealth group.
The groups are defined as follows: (wealth decile (1 lowest -10 highest), income quintile (1-5)).

Note that not all combinations of income and wealth groups are equally large.
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