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Abstract

Forecasted mortality rates using mortality models proposed in the
recent literature are sensitive to the sample size. In this paper we pro-
pose a method based on Bayesian learning to determine model-specific
posterior distributions of the sample sizes. In particular, the sample
size is included as an extra parameter in the parameter space of the
mortality model, and its posterior distribution is obtained based on
historical performance for different forecast horizons up to 20 years.
Age- and gender-specific posterior distributions of sample sizes are
computed. Our method is applicable to a large class of linear mor-
tality models. As illustration, we focus on the first generation of the
Lee-Carter model and the Cairns-Blake-Dowd model. Our method
is applied to U.S. and Dutch data. For both countries we find highly
concentrated posterior distributions of the sample size that are gender-
and age-specific. In the out-of-sample forecast analysis, the Bayesian
model outperforms the original mortality models with fixed sample
sizes in the majority of cases.
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1 Introduction

Compared with the extensive literature on mortality forecasting, relatively
little is known about the choice of sample size for the existing mortality mod-
els. Most mortality models proposed in the past twenty years are based on a
“linear extrapolation” approach, meaning that the evolution of the modeled
quantities (such as the log of central death rates or the logit? of death prob-
abilities) is assumed to follow a linear trend. Two most widely used models
in this class are the ones proposed by Lee and Carter (1992) (the Lee-Carter
model) and Cairns, Blake, and Dowd (2006) (the CBD model).* Various ex-
tensions to these two models have been proposed, including Brouhns et al.
(2002), Li and Lee (2005), Renshaw and Haberman (2006), to name a few.
See Cairns et al. (2009), who summarize several most popular models in the
linear extrapolation class.

An immediate result of using linear extrapolation models is that the
forecasted mortality rates are highly sensitive to the choice of sample size.
This phenomenon has been documented by many authors. In their original
paper, Lee and Carter (1992) estimate the model based on U.S log mortality
data from 1900 to 1989. They argue that the length of the sample size is not
critical as long as it is longer than 20 years. However, Lee and Miller (2001)
restrict the sample size to start from 1950, and a better fit is obtained. Baran
et al. (2007) forecast the mortality rate of the Hungarian population from
2004 to 2040 using the Lee-Carter model based on mortality data from 1949
to 2003. As a result, the forecasted mortality rates for males from age 45 to
55 are increasing, which does not seem to be reasonable. However, when they
apply the Lee-Carter model with data from 1989 to 2003, both forecasted
mortality for males and females are decreasing. Cairns et al. (2006) apply
the CBD model to the England & Wales male data, and get significantly
different forecasts when using data from 1961 to 2002 than when using data
from 1981 to 2002. See Pitacco et al. (2009) and van Berkum et al. (2013)
for more thorough summaries.

In this paper, we aim to answer the following question: If one wishes to fit
some linear mortality model to some data set, what sample size should one
choose? To answer this question, we propose a Bayesian learning approach
to determine model-specific posterior distributions of the sample size for a
class of linear mortality models.® In particular, the sample size is included as

*We define logit = = log 1% for z € (0, 1).

4Besides the linear extrapolation models, there are other classes of mortality models,
see, for example, Bérger (2009), Borger et al. (2013), Miltersen and Persson (2005), Bauer
et al. (2010), Plat (2011), and Borger (2010). However, these models have more complex
structures and are not considered in this paper.

5There is an extensive literature on the topic of Bayesian sample size determination,
such as Adcock (1997), De Santis (2004), Wang and Gelfand (2002), and Weiss (1997),
to name a few. However, the focus of these studies is different from our focus, including,
for example, determining the minimal sample size such that a hypothesis test has enough



an extra parameter into the parameter space of the mortality model and its
(conditional) posterior distribution is updated based on the historical per-
formance for different forecast horizons. Briefly speaking, we first choose a
set of sample sizes, estimate the mortality model based on each of the sample
sizes, then perform the out-of-sample forecast for different forecast horizons
using each model. A sample size receives a larger posterior probability mass
if the corresponding model yields a larger likelihood in the out-of-sample
forecast; this can be seen as a weighted average of the in-sample fit and the
out-of-sample forecast performance.

First of all, our paper contributes to the literature on sample size deter-
mination for mortality forecasting. Despite its importance, only few studies
focus on this topic. Booth et al. (2002) provide tests for the optimal sample
size of the Lee-Carter model. Denuit and Goderniaux (2005) model the time
effect in the Lee-Carter model as a linear function of time, and look for a
sample size such that the adjustment coefficient R? is maximized. O’Hare
and Li (2012) and van Berkum et al. (2013) study structural changes in
mortality rates using several mortality models. In these studies, the au-
thors first estimate a particular model, and then detect structural breaks
in the implied latent time process. A common feature of the existing lit-
erature is that it looks for a sample size for which the implied time effect
process is close enough to linear so that the underlying model specification
is considered to be valid.

Our method has several advantages compared with the existing stud-
ies. First, our method allows for an age-specific posterior distribution of
the sample size, while using data of all ages in the estimation. All the
aforementioned studies determine the optimal sample size by focusing at
the underlying latent time process. Since this time process is an aggrega-
tion of the time effects of the different ages, no age-specific information can
be elicited from it. In our model, age- and gender-specific posterior distri-
butions of the sample size can be naturally computed, while data for both
genders and multiple ages are used in the estimation and learning process.
Second, we look at the choice of sample size in a probabilistic way, and
thus avoid sharp transitions in the use of data. In O’Hare and Li (2012)
and van Berkum et al. (2013), structural breaks are allowed to exist. If
such a structural break is detected, then only data after this break should
be used and data before the new break will be discarded. In contrast, our
method results in a smoother transition in the use of data when facing a
structural break (or other nonlinearities): When using a Bayesian learning
method, a break gains more and more posterior weight only when more
and more subsequent observations support its existence. (We provide more
concrete illustrations via simulation in Section 5.) Third, by choosing dif-
ferent out-of-sample forecast horizons in the updating process, we may gain

power or a desired estimation precision can be achieved.



better insights in the suitability of different mortality models. Insensitivity
of the posterior distribution of the sample size to the forecast horizon can
be seen as an indicator that the mortality model is suitable as a forecast
model: The selected sample seems to support the linearity assumption of
the model. However, sensitivity of the posterior distribution of the sample
size to the forecast horizon suggests that the linearity assumptions does not
fit the data well, so that the mortality model is not likely to be suitable as
a forecast model.

This paper also contributes to the literature of Bayesian mortality model-
ing. As will be discussed later, our method consists of two parts: Estimating
the underlying mortality model for a fixed sample size, and estimating the
posterior distribution of the sample size. There are many existing studies
focusing on the first part, i.e., the Bayesian analysis of mortality models for
a fixed sample size. For example, Pedroza (2002), Pedroza (2006), Czado
et al. (2005), Reichmuth and Sarferaz (2008), Kogure et al. (2009), and
Kogure and Kurachi (2010) study the Bayesian modelling of the Lee-Carter
model and its several extensions. Moreover, Cairns et al. (2011) propose a
Bayesian estimation method for a two population mortality model. For the
Bayesian mortality modelling, given a fixed sample size, our method extends
the state space formulation proposed by Pedroza (2002) and Pedroza (2006)
to a more general setup. Also, correlations among multiple populations are
explicitly allowed for. Our formulation is applicable to various existing lin-
ear mortality models, such as most model specifications studied in Cairns
et al. (2009). (More details are discussed in Section 4.)

Although our method has a wide applicability, we mainly focus on the
original Lee-Carter and the CBD model with the underlying time effect pro-
cess modeled by a random walk with drift. The reason is that the simplicity
of these model specifications allows us to demonstrate our approach in a
clearer way. We apply our method to U.S. and Dutch data, and find quite
concentrated posterior distributions for most combinations of age, gender,
forecast horizon, and country for both mortality models, where these pos-
terior distributions turn out to be age- and gender-specific. For the Dutch
case we also compare the out-of-sample forecast performance of the Bayesian
models and the original models with the sample size selection based on
the optimal Deviance Information Criterion (DIC, see (Spiegelhalter et al.
2002)). In particular, the mean squared errors of the out-of-sample fore-
casts from 2000 to 2009 are compared. We find that the Bayesian models
outperform the original models in the majority of the cases that we consider.

The remainder of the paper is organized as follows. In the next section a
brief introduction to the Lee-Carter model and the CBD model is provided.
In Section 3 we discuss the importance of sample size determination in more
details. In Section 4 a formal description of the Bayesian model is given. In
Section 5 we evaluate the performance of our method with simulated data.
Section 6 presents the empirical results. Key results of the out-of-sample



forecast is reported in Section 7. Section 8 presents the conclusion. The
Appendix contains some technical details.

2 Mortality models

In this section we introduce the notations used in this paper and give a brief
description of the Lee-Carter (Lee and Carter 1992) and the CBD model
(Cairns et al. 2006).

2.1 Notation

We construct an index, i, belonging to an index set I, with i = (z,t,¢),
where z, t, and g € {m, f} denote age, time, and gender, respectively. In
other words, the index i = (x,t, g) represents the group of individuals aged
r at time ¢ with gender g. For any i = (z,t, g):°
e m; is the crude central death rate. Specifically, m; = %, where D; is
the observed number of deaths for 7, and FE; the corresf)onding expo-
sure.

e ¢; is the one year death probability, which can be approximated by the
crude death rates via (see, for example, Pitacco et al. 2009)

gi = 1 —exp(—m;). (2.1)

e M is the set of the stochastic mortality models considered.

e 7 C Nis the set of sample sizes. For any J € J , J is the length of the
sample period upon which we estimate a model. For example, if the
end year is 1999, then J = 30 means mortality data from year 1970 to
1999, and J = 20 means mortality data from year 1980 to 1999. We
denote Jyim = min{J € J} and Jpe, = max{J € J}.

e O); is the set of parameters for the stochastic mortality model M €
M. Moreover, we define Oy = (:)M x J, where (:)M is the space
of parameters except for the sample size. The structure of ©,; is
model-specific, i.e., its composition varies with the stochastic mortality
model. In the Appendix, we specify the parameter sets for the Lee-
Carter model and for the CBD model.

5We use notations such as gx,t,g and ¢; interchangeably, according to the specific con-
text. There is no difference in their meaning.



2.2 The stochastic mortality models

We focus on two most widely used stochastic mortality models: the Lee-
Carter model (Lee and Carter 1992) and the CBD model (Cairns et al.
2006). Therefore, we have M = {LC,CBD}. In particular, we restrict
ourselves to the case where the underlying latent time process follows a
random walk with drift.” For each model, we fit the model to both the male
and female population, where correlation between these two populations are
explicitly modeled. A brief description of the two models is provided next.

Lee-Carter model

The Lee-Carter model postulates that, for any i = (x,t, g), the central death
rate m; is given by

i id
In m; = Olﬁ’g + B$79Kt7g + €iy & Z'l\' N(Oa J;ig)? (22)

where ¢; is the corresponding error term, and N'(0, o2

%) is the normal dis-
tribution with mean 0 and variance 0379' We model the two time varying
parameters k; = [K¢m, ke, f) as a random walk with drift process

ii.d
KRt = d+ Ki—1 + w¢, wy A N(O, Ew), (23)
where d = [dp,, df], wi = [wem,wr f]’, and Xy, is the covariance matrix of
w;. In order to estimate the model, some normalization has to be imposed.
In this paper, we make the same normalization as in the original paper:

Z Bz, =1, and g kt,g = 0,
zeN teTy

for g € {m, f}, where N and T is the set of ages and years, respectively,
where the subscript J indicates the dependence of the time set on the un-
derlying sample size.

CBD model

For any i = (z,t,g), the CBD model (Cairns et al. 2006) postulates that
the logit of the one year death probability g; is given by

(1)
t,9

logit ¢; = log(%) =K ,%):c + €, € o N(0,0‘i’g), (2.4)

—

+ K

where we assume that the time varying parameters k; = [/iﬁln)l, /@E?,L, ngl}, /11(52})]'

follow a random walk with drift process

Kt = d—+ Ki—1 + W, Wi Z’Z\Jd N(O, Ew), (25)

"This restriction is mainly for expositional purposes. In Section 4 we discuss the class
of models to which the Bayesian sample size selection method can be applied.



where d = [d1 m, do,m, d1,f,d2 f], we = [w(l?t,w,(s?t,w;lg,wﬁ]’, and X, is the

m
covariance matrix of wy.

3 Sample size selection

If the mortality trend is linear, the choice of sample size is simple: We
should use the largest sample size we can (from a statistical point of view).
However, when the mortality trend is not linear, the problem becomes more
complicated. For example, if the mortality data consists of two clear linear
segments with different slopes, i.e., there is an obvious structural break,
then we should probably only use the data after the break. However, if
the mortality trend is, for example, accelerating, or there seems to be a
structural break near the end of the sample, i.e., only few observations are
available after the suspectable break, then it is not obvious which sample
size one should use. In such cases, it is not clear, compared with the more
recent data, how relevant the older data is to forecasting the future. A
sample size yielding better in-sample fit does not necessarily produce better
forecasts.

3.1 Importance of sample size

In this subsection, we illustrate the potential importance of the choice of
sample size. Figure 1 displays the best estimates of the expected remaining
lifetime for the U.S. and the Dutch population of age 65 in 2010 and 2009,
respectively.® The estimates are based on the Lee-Carter model using differ-
ent sample sizes. In the figure we plot the starting year of the sample on the
horizontal axis. In each case, the end year of the sample is T' = 2010 for U.S.
data, and T" = 2009 for Dutch data. Hence, the corresponding sample size
J equals J = T'— starting year +1. We can see that the estimated expected
remaining lifetimes for both genders in both countries increase significantly
as the sample size decreases. In particular, as the sample size decreases from
40 to 10 years, the estimated expected remaining lifetime increases by about
7.2% and 6.7% for the U.S. and the Dutch male population, and 4.7% and
2.7% for the female population, respectively. We see that the forecasts of
the Lee-Carter model are sensitive to the underlying sample size. Therefore,
the role of sample size determination is not negligible.

3.2 Existing methods to select a sample size

Booth et al. (2002) propose a method to find the optimal sample size for
the Lee-Carter model, where the optimal sample size identifies the largest

8The end years we use are the most recent years for which data is available for these
two countries. The best estimates of the expected remaining lifetime are obtained by
extrapolating the K process, setting the error terms equal to zero.
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Figure 1: The expected remaining lifetime for the U.S. and the Dutch pop-
ulation of age 65 in 2010 and 2009, respectively. The left figure reports the
result for the male population and the right figure for the female population.
The calculations are based on the Lee-Carter model using different sample
sizes. The x-axis denotes the starting year of the sample. The end year for
the U.S. and the Dutch population are 2010 and 2009, respectively.

sample size for which the estimated x introduced in Section 2 is reasonably
close to a linear process. In particular, the authors first compute for each
sample size a measure to quantify the total lack of fit caused by treating
the k process as a fitted linear process, Siotal, together with the base lack of
fit caused by using the estimated k-3, Spase. Since Siorer includes additional
lack of fit compared to Spyse, the ratio Siorai/Spase Will be larger than or
equal to one for all sample sizes, and the closer this ratio is to one, the
closer the x process is to linear.

Booth et al. (2002) apply their method to Australian data, and find
a clear choice of starting year at around 1968. We apply their method to
Dutch and U.S. data. The results are reported in Figure 2. From the figure,
we see a sharp drop of the ratio at 1965 for the U.S. male. However, for
U.S. females and both Dutch males and females, the choice of the sample
size is not obvious. For the U.S. female, a sharp drop happens at 1974, but
the ratio is not stable afterwards. For the Dutch population, the ratios are
increasing with the sample size, indicating that the decrease of the mortality
rate is probably accelerating for both genders. Therefore, for the U.S. female
and the Dutch data, clear conclusions regarding the choice of sample size
cannot be drawn from the method of Booth et al. (2002), and other methods
of determining the sample size seem to be needed.

An alternative approach would be to choose the sample size that yields
the minimal DIC (Deviance information criterion) ratio. DIC is a Bayesian
version of the AIC (Akaike information criterion) and BIC (Bayesian infor-
mation criterion), see, e.g., Spiegelhalter et al. (2002). Similar to AIC and
BIC, it offers a relative estimate of the information lost when a given model
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Figure 2: The application of the method in Booth et al. (2002) to the Dutch
and the US data. Data from age 21 to 89 and year 1950 to 2009 is used
for the Netherlands, and from year 1950 to 2010 is used for the U.S.. The
horizontal axis denotes the starting year of the sample.

is used to represent the process that generates the data. As such, it provides
a means for model selection. The details of this approach are explained in
the Appendix. In Section 7, we will compare the out-of-sample forecast ac-
curacy when sample size is determined based on DIC, to the out-of-sample
forecast accuracy resulting from the Bayesian sample selection method that
we propose in this paper.

4 The Bayesian model

In this section, we give a brief introduction to the Bayesian learning approach
that we propose. The method allows to determine age- and gender-specific
posterior distributions of the sample size. In the first subsection, we present
the basic idea. In the second subsection, we discuss our approach in more
detail.

Throughout the remainder of the paper, we will use the notation [t; :
to] = {t1,t1+1, -+ ,ta—1,ta}, for t; <ty € N. Let mortality model M € M
be given, and suppose that we have at our disposal a set of mortality data
indexed by [T : T, i.e., Tp is the starting year of our sample, and T is the
last year for which data is available. For each t € [Ty : T, we denote by y;
the vector of mortality quantities at time ¢, with components ¥, 4, where
r € N and g € {m, f}.? Moreover, we let Y; be the observed mortality

9The mortality quantities will be model dependent: v, includes the log of the central
death rates for the Lee-Carter model and the logit of the one year death probabilities for
the CBD model.



quantities up to time ¢, i.e., Y = {yr,, y1p+1, s Yt} = Y-

4.1 The basic idea

In this subsection we present the basic idea of our approach. We first choose
a set of sample sizes, a prior distribution over this set of sample sizes, and
we select the latest part of the in-sample data, Y71y for T < T, to be used
for Bayesian learning. For any given model and forecast horizon u we then
update the posterior distribution over the set of sample sizes for each time
t > T. In this updating we make use of the predictive posterior likelihood
of each of the components of y;. This predictive posterior likelihood is
estimated using the sample that is p periods before time ¢, with sample size
belonging to the set of sample sizes. More precisely, for any given mortality
model M € M, the procedure is as follows:

1. Choose:

(
(

a) a set of sample sizes, J,'°

)

b) a forecast horizon p € N,

(¢) a prior distribution over the set J for each x, g, and p,
)

(d) a value for T € [Ty : T); T is the first year in which the prior
distributions of the model parameters and the sample size will be
updated.

These choices should satisfy
Jmaz"i',ugf_TO"i'l- (41)

Condition (4.1) ensures that for all sample sizes in the set 7, both the
data that is needed to estimate the model, and the data that is needed
for the Bayesian updating of the prior distributions in year 7' using a
forecast horizon of u years, are included in the sample period [Tp : T7.

2. Apply the Bayesian learning approach. This learning approach is il-
lustrated in Figure 3.

(a) Foreach J € J, estimate (the posterior distribution of the param-
eters of ) the model in year T', based on the sample YTy g 1T
See line (a) in Figure 3.

(b) Derive the posterior predictive distribution of each of the compo-
nents y_ Ty of the vector yz, and update the posterior distribution

of J, based on the corresponding likelihood with respect to y_ Ty

10The set of sample sizes can in principle depend on the underlying mortality model.
However, for the purpose of comparison, we impose the same set of sample sizes for each
mortality model and for the same data set.



(¢) Forward by one period. Estimate the model based on the sample

YT I 42T — 1] for each J € J, and update the posterior dis-

tribution of J in year Tv—i—l, based on the corresponding likelihood
of each of the components of yz_ ;. See line (b) in Figure 3.

(d) Continue the process until the final step, where the update is
based on the posterior predictive likelihood of each of the com-
ponents of yr. See line (¢) in Figure 3.

To illustrate the procedure, we give a concrete example. Let [T :T) =
[1991 : 2010], i.e., consider the Bayesian learning approach where a period
of 20 years is used for the updating procedure. Also, let the forecast horizon
be p = 20 and let the set of sample sizes be J = {10, 11,---,39}. Hence,
the updating process starts at T = 1991. To derive the posterior predictive
distribution of the components of 41991, we estimate the model based on the
sample y[1g62:1971] for J = 10, based on the sample yji961.1971) for J = 11,
and so on up to J = 39 based on the sample y[ig33.1971). We use these
estimates to derive the posterior predictive distribution of the components
of Y1971+, = Y1991, and to update the posterior distribution of J € J. We
then repeat this procedure for the cases where the end year of the sample
period used for estimating the model is 1972, 1973, and so on until 1991 in
the final step.

y7i
| | — |
I L ] I T
Yt Yiwa J Y Yr e
y7i
—tt T
yTo Yien T Yin YT (b)
U
[ || | —
[ 1 C g B T
yTo YT—J—;HI J YT ©

Figure 3: A brief illustration of the updating procedure of the method.

Our method can be performed using only one p, but the use of multiple
u-s can give extra flexibility. For example, the posterior distribution for
a smaller p can be used if one is interested in short-term forecasting, and
the posterior distribution for a larger p can be used if one is interested

10



in long-term forecasting. Alternatively, the use of different u-s can serve
as a diagnostic test. If for a model M the posterior distributions of the
sample size turn out to be insensitive to different p-s, this might be seen as
evidence supporting the use of model M as a forecast model. In contrast,
if the posterior distributions are sensitive to the change of u, namely, the
model seems to be too sensitive to the nonlinearities in the data, then it
might not be suitable to be used as a forecast model.

4.2 The posterior sample size distribution

In this subsection, we discuss how, starting from a prior distribution over
the set of sample sizes, the posterior distribution can be determined in each
step of the Bayesian learning process as described in the previous subsection.

For each M € M, we can write the joint posterior distribution of the
parameters 6y = (éM,J ) in year t > T, given any age x, gender g, and
forecast horizon p as

p(éMa‘]D/tax?gnu’v M) :p(§M|Yt,J,x,g,,u,M) 'p(‘]n/t’x?g?M?M)? (4‘2)

where we shall assume p(éM|Yt,J,a:,g,,u,M) = p(éM\Yt,J,u, M), i.e., the
same for all z and ¢g. Our primary interest is in p(J|Y;, x, g, u, M'). This pos-
terior density is estimated by using an iterative updating algorithm. Suppose
that we are at time t and we know p(J|Y;—1,x, g, u, M). Given J, we esti-
mate the conditional posterior distribution of 6, using data yj_,— j41:0—p)-
This posterior distribution is denoted by p(é M| Yi—1,J, u, M) (the same for
all z and g). Then, we update p(J|Y;—1, 2,9, u, M) to p(J|Yy, x, g, p, M)
using Bayes’ formula

p(J|Ye, 2, g, pos M) X (Y t,9|Ye—1, s 2, g, 1, M) - p(J Y1, 2, g, 1, M), (4.3)

where

P(yz,t,g|Yt—1, Ja z,g,H, M)

= /p(yac,t,g‘éM7Y;€—1axagleJaM)'p(éMY%—laJv/%M)déM- (4.4)

O

Here, p(ym7t’g|0~M,Yt,1,x,g,u,M) stands for the density function of y, 4
according to model M, given the information contained in Y;_1 up to time
t — p, and given the parameter vector O

We continue the updating procedure until we obtain p(J|Yr,z, g, 1, M).
At every t > T+ 1, we treat the posterior distribution over J at ¢t — 1 as the
corresponding prior distribution over J at ¢ for every z, g, and pu. For the
first year in which the density is updated, i.e., for t =T, p(J|Y;—1, 2, g, p, M)
in (4.3) is replaced by the prior distribution p(J|z, g, u, M).

11



In the practical applications, we replace (4.4) by

=R 1
pL(yx,t,gD/;f—ly J,l‘,g, 122 M) X

1

L
S DY gl0l) Yior, T g, M), (4.5)
/=1

where we use L random draws ONE\?, { =1,---,L from the distribution

p(Orr|Yi—1, J, , M). Since this distribution is the posterior distribution of
the rest parameters given the sample size J, standard Bayesian models and
techniques can be used to to draw from this distribution. In the Appendix
we present a detailed sampling procedure for the models used in this paper.
In the remainder of this subsection we present a general class of state space
models, incorporating most existing linear mortality models (including the
ones we apply), which can be used in our approach. This is the class of
so-called Time Varying-Vector Auto Regressive (TV-VAR) models, see, for
example, Damien et al. (2013) for a more detailed overview.

Suppose we have at our disposal a set of mortality quantities, yr,.7),
where y; is a 2n-dimensional column vector for each ¢ (containing n ages for
both gender), and we would like to estimate (the posterior distribution of)
e year T. Given J and p, we use data YT — e J 41T in the estimation.
Furthermore, assume that the y; process can be modeled as

ye = Bi Xy + Flz + e, e~ N(0,%.), (4.6)
Zr = Z Gt,izt,i + w, Wy~ N(O, Zwt), (47)
i=1:p

where, moreover, €; and wy are allowed to be correlated with each other for
every t € [ —p—J+1:T — p], but where &; and w; are assumed to be
independent of e, and w, with s € [T —pu—J 41 : t —1]. Model (4.6) — (4.7)
includes, for example, all model specifications studied in Cairns et al. (2011)
except for M2A and M3B.!! In model (4.6) — (4.7), the parameter vector
0, is a vector consisting of the components of By, X¢, Fy, [Gtili=1:p, Ly,
z, and X, for t € [T — u—J +1:T — p]. Specifically, X; is often a time-
invariant matrix, such as the «,-s in the Lee-Carter model; z; is a vector
representing the period effects and the cohort effects; By, Fi, and Gy are
the corresponding parameters that could either be matrices or vectors, and
are often time-invariant. Equation (4.7) is the vector-latent autoregressive
process for the period effects and the cohort effects. The dimensions of X;,
zt, By, Fy, and Zi:l:p G, depend on the underlying model specifications.
Take the Lee-Carter model for example:'? In this case p = 1, By = I,

"'The specifications M2A and M3B in Cairns et al. (2011) include a moving averaging
part in the cohort effect process, and are thus not included in the TV-VAR formulation.
129ee the Appendix for the CBD-model.
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for all ¢, Xy = [a1,m,@2,m; -, Gnm, Q1 f, G2 f, ..., an, f]" for all ¢,

bim bom o bom O 0 .. 0
1o 0 0 bif bos - buy
Fy = 0 0 0 0O 0 .. 0
0 0 O 0 0 .. 0

for all ¢, z; = [K¢m, ke, £, dm, df],

1010
G“_[o 10 1]

for all ¢, and wy = [wt,m,wtvf]’. Also, &; is the vector of error terms, X, is a
diagonal matrix, and ¥, = ¥, for all ¢.

In general, model (4.6) — (4.7) can be estimated using numerical algo-
rithms. The estimation can be done in two steps. First, given an appropriate
prior distribution, the posterior distributions of z; at each time ¢t can be ob-
tained by backward filtering, see West and Harrison (1997) and Damien
et al. (2013). Second, we can derive the conditional posterior distributions
of the other parameters. We can then estimate these, together with the
posterior distribution of the z;-s, by the Gibbs sampler. This estimation
algorithm is applicable to most existing mortality models. An example can
be found in Pedroza (2006), who fits model (4.6) — (4.7) to a single gender
Lee-Carter model.'

5 Some Illustrations

In this section, we apply our method to three specific hypothetical scenarios
to see what posterior distributions of the sample size we would obtain in each
of these scenarios. In the first two scenarios we impose a linear structural
break in the data — a break in the middle of the sample and a break near
the end of the sample, respectively. In the literature, structural breaks are
detected. For example, van Berkum et al. (2013) test multiple structural
breaks in the Dutch male data for the years [1950 : 2008] using the Lee-
Carter model, and detect breakpoints at the year 1970 and 2002. However,
such structural breaks might be hard to distinguish from an accelarating
trend. Therefore, we consider an accelerating trend in mortality rates as a
third scenario.

The basic idea is as follows. We simulate hypothetical true data, us-
ing a certain model specification. We then apply the Bayesian learning
approach to determine the posterior sample size distribution. We allow
for cases where, in the Bayesian learning approach, the user uses a model
specification that is different from the model specification that was used

131n the Appendix we present this sampling procedure of the models used in this paper.
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to simulate the data. For expositional purposes, we present results only
for the case where the data is simulated based on the CBD model spec-
ification, whereas the Bayesian learning approach assumes the Lee-Carter
model.™  When simulating the hypothetical true data, we impose trend
breaks and an accelerating trend via a parabola structure by adjusting the
specification of the k() process in the CBD model. We study what poste-
rior distribution of sample size our method would suggest for the Lee-Carter
model in each of these situations. We index the simulated data by the years
[Ty : T] = [1 : 70], and use a period of 20 years to update the posterior

distributions, i.e., [T T} — [51 : 70]. We choose J = {10,11, ..., 50}.

5.1 Early linear trend break

Figure 4a shows the simulated one year death probabilities based on the
CBD model for Dutch male age classes from age 51 to age 60 with a linear
structural change at year 30. The starting year of the simulated data is

(1)

2009. In particular, we impose the following structure on r; ,,:

Hg?tﬂ = g)t +di+wy, ift < 30, and

K1 = Ko+ 4 x dy +ay, i > 30, (5.1)
with wy AN (0,02). The parameter values for d; and o, are obtained by
fitting the original CBD model to the Dutch male data aged 0 to 90 and years
1970 to 2009. This yields d; = —0.0204 and &2 = 0.00063. We update the
posterior distribution using simulated data from [51 : 70]. The results are
shown in the first row in Figure 5. The horizontal axis denotes the starting
year. The sample size corresponding to a certain starting year and forecast
horizon p is computed in the same way as in Figure 1: J = 70 — u— starting
year +1. For example, for u = 10, the starting year 30 is equivalent to a
sample size of 31 years (30 to 60). We see that the posterior distributions
become flatter and flatter, and the peak of the posterior distribution shifts
from around 30 to around 40 as p decreases from 20 to 1. The reason
is that we update the posterior distribution based on the likelihood with
respect to data u years ahead. Therefore, for a smaller u it is more difficult
for the model to distinguish between random variations and the underlying
trend in the data, and thus the posterior distributions are less informative.
Moreover, data before year 30 receives only small probability mass for all
u-s, meaning that data before the break is considered not informative and
is therefore discarded. In other words, the existence of the structural break
is detected by our method.

143We have also considered cases where the true data is generated with Lee-Carter, and
the Bayesian learning procedure assumes CBD, as well as cases in which there is no model
misspecification. In each of these cases, the results are similar to the ones presented in
this section.
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Figure 4: Panel 4a and 4b display the simulated data based on the CBD
model with a linear structural break at year 30 and 60, respectively. Panel
4c display the simulated data with an accelerating trend. The parameters
of the CBD model are estimated using age 0 to 90 and years 1970 to 2009.
The starting values of the simulated data are Dutch males aged 51 to 60 in
2009. Panel 4d reports the results of the method from Booth et al. (2002)
to the non-linear simulated data.
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5.2 Late linear trend break

Figure 4b shows the simulated one year death probabilities based on the
model specification as in (5.1), but now with the break date at 60. Again,
we update the posterior distribution using the sample [51 : 70], which means
that we have only 10 observations after the trend break.

The results are shown in the second row in Figure 5. Since we have only
10 observations after the break, the forecast horizons 15 and 20 years are
not informative. The interpretation of the results is as follows. For u = 10,
the end of sample in the last update is year 60. In other words, no data after
the break is used. In this case, any choice of sample size yields a similar
future mortality trend. However, models based on larger sample sizes yield
a better in-sample fit, and thus receive a larger probability mass. For =5
and p = 1, the end-of-sample in the final update is after the break, namely
65 and 69, respectively. Therefore, the model based on a shorter sample size
yields more precise forecasts. From the results, we see that shorter sample
sizes receive more and more probability mass as we change from g = 10
to u = 1, meaning that our method detects the existence of the structural
break. However, sample sizes of 40 to 50 years still receive most probability
mass, because very short sample sizes may yield a poor fit.

The result in this case study indicates how our method treats a recent
structural break. When a structural break is detected, our method would
not immediately suggest to use only data after the break. Instead, the
posterior distribution shifts gradually in favor of the break as more and
more supportive data is observed. When there are enough observations
after the break, as in Section 5.1, the posterior distributions become more
robust to different p-s, and suggest that only data after the break should be
used.

5.3 Accelerating mortality trend
Figure 4c shows the simulated data using a CBD model with nonlinear
mortality trends. In particular, we impose

2 y
/fﬁ,ll’)tﬂ =a X <“7(71;)t> + nﬁ}l?t +di + wy, wy i N(0, 03), (5.2)

with, similarly, d; = —0.0204 and ¢2 = 0.00063. Also, we set a = —0.0075.
The value of a is chosen so that the simulated data has a visual indication
of an accelerating trend. Again, we update the posterior distribution based
on the simulated data [51 : 70].
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In the case of an accelerating mortality trend, all linear models are mis-
specified. Figure 4d reports the application of the method from Booth et al.
(2002) to the data in this case. We see that the ratio Siote/Shase (as defined
in Section 3.2) increases substantially with sample size, thus the Booth’s
method would suggest the use of the shortest sample size possible in this
case. The use of a very short sample size is not desirable, since it may
produce estimations and forecasts that are very sensitive to noises in the
data. To the contrary, the results in the bottom row in Figure 5 show that
posterior distributions with clear and concentrated peaks are obtained for
all forecast horizons except for u = 1, and the posterior means of the sample
size are of reasonable lengths (around 30 years for g = 10 and 25 years for
i = 20). The reason is that, in our method, models with smaller sample
sizes in general yield more precise point forecasts but poorer fits (larger vari-
ances, etc), and our method is able to identify the sample sizes which yield
the best balance between the in-sample fit and the out-of-sample forecast
performance. However, compared with Section 5.1, we see that the poste-
rior distribution are flatter in this situation, indicating that the accelerating
trend indeed leads to more ambiguous choice of sample size.

6 Empirical results

In this section, we derive posterior distributions for the sample size for the
mortality rates of the Dutch and the U.S. population. Specifically, we use
the one year mortality rates from 1911 to 2009 for the Dutch population
and 1933 to 2010 for the U.S. population, i.e., Ty = 1911 for the Dutch case
and Ty = 1933 for the U.S. case. For both data sets, we use ages 21 to 89 to
fit the Lee-Carter model, and age 60 to 89 to fit the CBD model. Because
the Dutch mortality data is available for a longer period, we choose the
updating period to be 1980 to 1999, and preserve the last 10 years for the
out-of-sample forecast analysis (presented in the next section). However,
the U.S. mortality data is not long enough, so we use 1991 to 2010 for
the updating, and no out-of-sample forecast is performed. Thus, [Tv 2T is
[1980 : 1999] for Dutch data and is [1991 : 2010] for U.S data. Moreover,
we set Jputer, = {10,11,...,50}, Jus = {10,11,...,39}. For both countries,
we determine posterior distributions for the sample size based on forecast
horizons p € {1,5,10,15,20}. Due to the limitation of space, we report only
the results for male data.!®

6.1 Uniform prior

Figure 6 reports the conditional posterior distribution of the sample size
for Dutch male data. The figure shows that the posterior distributions of

15The results for female data are available upon request from the corresponding author.

18



the sample sizes can be different for different age and model combinations.
Similar to the simulation case studies, we see that in general the posterior
distributions become more and more concentrated as p increases.

For the CBD model, we see that the posterior distributions are consistent
for all p-s: most probability mass falls within the starting years [65 : 70],
especially for p € {5,10,15,20}. Moreover, the starting years with high
probabilities are similar across ages. For the Lee-Carter model, we see that
data before the year 1965 receives almost no probability mass, which is
in line with the CBD model. However, the posterior distributions for the
Lee-Carter model are much more sensitive to the change of p-s.

Figure 7 reports the posterior distributions for the U.S. male population.
For the CBD model, the starting years which receive high posterior proba-
bilities are earlier for the older ages. This result holds for all y-s. Moreover,
the peaks of the posterior distributions for the CBD model move forward as
1 decreases, instead of being relatively insensitive to changes in p as in the
Dutch case. One possible explanation is that there exists a cohort effect in
the US data. In particular, younger ages have different mortality patterns
than older ages, and these patterns are better captured by more recent data.
The CBD specification that we use does not model the cohort effect explic-
itly, and thus treats it as a kind of nonlinearity. As a result, the peak of the
posterior distributions might be more sensitive to the changes in p, which
indicates a larger degree of model misspecification. In fact, the existence of
a cohort effect in the U.S. data is also confirmed by Cairns et al. (2009).

From Figures 6 and 7, we see that, especially for the Lee-Carter model,
the posterior distributions of the sample size are age-specific. This observa-
tion is in contrast to the existing sample size determination studies, where
typically a single sample size is chosen to estimate the mortality model for
all ages. In fact, if such age heterogeneity exists, then one may overlook
relevant age-specific information when choosing a single sample size. As an
illustration we consider the method by Booth et al. (2002) who determine
an optimal sample size from the k process of the Lee-Carter model. As a
sensitivity test, we apply this method to three sub-age groups of the U.S.
population. The three groups are [21 : 40], [41 : 60], and [61 : 90]. Results
are reported in Figure 8. We see that while the optimal starting years for the
female population are consistent for all three sub-age groups, the optimal
starting years for the male population are different. In particular, the opti-
mal starting years for the age group [41 : 60] and [61 : 90] are in mid 1970s
and 1960s, indicating that the older ages have an earlier optimal starting
year. Moreover, the optimal starting year for the age group [21 : 40] cannot
be clearly determined for the male population. Therefore, it seems to make
sense to be careful when determining a single starting year for a wide range
of ages.
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Figure 8: The application of the method in Booth et al. (2002) to the sub
age groups of the U.S. data. The three sub age groups are [21 : 40], [41 : 60],
and [61 : 90], respectively.

6.2 Sensitivity with respect to the prior distribution

In this section, we examine the effect of the choice of prior distribution on
the corresponding posterior distributions. Due to limitation of space, we
report the results of three forecast horizons, 1, 10, and 20 years, for the
Lee-Carter model using Dutch data.'® The results for forecast horizons 5
and 15 years are similar.

For the sensitivity analysis, we consider five sets of prior distributions.
Specifically, for each given (z, g, u, M), we consider p(Jiy1|x, g, u, M) = a x
p(Jilz, g, p, M), where Ji11 = J; + 1 for all i with J;1 < J; < Jnae—1,
and a € {1—12, ﬁ, 1,1.1,1.2}. In other words, we look at prior distributions
for which the prior probability mass increases (decreases) with the sample
size. The choices of a allow for great discrepancy among sample sizes. In
particular, we have p(Jpmaz|2, g, t, M) = 50p(Jmin|T, g, t, M) when a = 1.1,
and p(Jmaz|T, g, , M) = 1764p(Jmin|x, g, u, M) when a = 1.2.

For each model-population-forecast-horizon combination, we

1. obtain the posterior distribution with different prior distributions for
each age, then take the average posterior distribution among all ages;

2. compute the posterior mean, 5% quantile, and 95% quantile for the
averaged posterior distributions;

3. compare the sets of posterior mean and quantiles from all prior distri-
butions.

16We report the results for the Dutch case since Dutch mortality data appears to be
more non-linear than the U.S. data, and is more sensitive to the choice of prior distribution.
The results for the Lee-Carter model using U.S. data, and for the CBD model using both
data sets are available from the corresponding author upon request.
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In principle, we can compare the set of posterior mean and quantiles for
all single ages. However, the results are qualitatively the same for all ages,
and we only report results for the average posterior distribution for the sake
of conciseness.

The results are reported in Table 1. The first observation is that, for
all forecast horizons, as smaller sample sizes receive larger (smaller) prior
probability mass, the posterior distribution shifts towards (away from) them.
The shift direction of the posterior distribution is consistent with the change
of prior distribution. Second, the degree of shift of the posterior distribu-
tions is rather small compared to the change of the prior distributions. In
particular, as a changes from % to 1.2 (p(Jmaz|T, g, , M) becomes about
311 thousand times bigger), the posterior mean and quantiles of starting
years change only from (1962,1969,1981) to (1977,1987,1990). This anal-
ysis indicates that the sample period is large enough to make the posterior
distributions rather robust with respect to the change of prior distributions.
Moreover, as the forecast horizon, p, increases, the posterior distribution
becomes more stable. Take the sample example discussed above, but with
= 20. The posterior distribution changes now from (1957,1962,1967)
to (1964,1968,1971). The degree of change is even much smaller than the
change when © = 1. From the sensitivity analysis, we see that, given the
sample period used, the posterior distributions are rather robust to the
choice of prior distributions investigated.
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7 Out-of-sample forecast

After the posterior distributions p(0/|Yy, J, u, M) and p(J |, z, g, p, M) are
obtained, the corresponding age and gender specific posterior predictive dis-
tribution, averaged over all sample sizes, can be derived. For example, for
given (Yz, u, M), we have for each (z,g)

P(Yai+1,9|Ye, T, g, 1, M) =

Z / yaxt—ﬁ-l,g‘eM;Y;fyw g, K, )p(éM’Y%,J,M, M)p(J]Y},x,g,u, M)déM
JeJ~
(7.1)

Take the Lee-Carter model as an example. Suppose we have k =1,2,..., K
draws of Op¢ for each J and u. Then we have

k(1 LC) ~ N () 4+ d®), 58y, (7.2)
and
k (k
y¥) (T, LC) ~ N + g k) 50, (7.3)

where all parameters in the above equations are drawn from p(9 M| Ye, J,p, LC),
and where the notation (J, u, LC') emphasizes the dependence of the param-
eters upon the specific model, sample size, and forecast horizon.'” The
posterior mean of y, ;1 (J, 1, LC) = Yz t11,m(J; tt; LC), Ya 41,5 (J, p, LC))
is thus approximated by

ya; t-‘rl,g(J H, LC Z yx t+1 g '] K, LC) g€ {m7 f}? (74)

and the weighted posterior mean, g, ++1,4(1t, LC), is approximated by

ya},t-‘rl,g(ua LC) = Z p(J|yt7 T, g, K, LC) X :gx,t+1,g(J7 H, LC): g € {m7 f}
JeJg
(7.5)

where we “integrate” out the sample size. We calculate the posterior pre-
dictive distribution similarly for the CBD model.

For the Bayesian model, the mean squared error for period [T'+1 : T+ 5]
is calculated as

s
MSE(z, g, pu, M Z G T 4tg (11 M) = Yo 111,9)° (7.6)

where y, 74,4 is the observed mortality data at T+t for (z, g), and §z 44,4 (1t, M)
is the posterior mean of y, 71+ 4 according to model M and forecast horizon

.

1"Tn the sequel, notation such as (u, LC) indicates an analogous dependence.

25



We perform the out-of-sample forecast for Dutch data for the period
[2000 : 2009], using both the Bayesian models and the original models with
the sample size yielding the minimal Deviance Information Criterion (DIC)
ratio. The details of the DIC approach are explained in the Appendix.

The sample size which yields the minimal DIC ratio is considered as the
optimal one, and is denoted by J,,:. In particular, an optimal sample size
is computed for each (g, M) combination.!® The comparison proceeds as
follows. For each (g, M) combination, we compute the mean squared error,

S
1 .
MSE(JOpt7 x,d, M) = g E (yw,T-l-t,g(']Opta g, M) - yw,T-i-t,g)Q' (77)
t=1

In Equation (7.7), Y, 7+i,9(Jopt, g, M) is the posterior mean of y, 14, 4 gen-
erated by model M and the sample size with the minimal DIC, J,,;. The
MSE-s generated in (7.7) are then compared with those generated by the
Bayesian models.

The J,pi-s are reported in Table 2. We see that the J,,-s are quite
similar for all model-gender combinations. Moreover, they are rather small:
They range from 10 years to 14 years. Therefore, it seems that there exist
non-linearities in the data, and the fits of the linear Lee-Carter and CBD
model deteriorate as the sample size increases. This observation is in line
with Figure 2a, where the fit of the method in Booth et al. (2002) to Dutch
data is plotted.

In Figure 9, we report the comparison of the normalized DIC ratios
and the average posterior distributions for Dutch males data with u = 1,
10, and 20 using the Lee-Carter model. The normalized DIC ratios are
computed by first taking the negative of the DIC ratios, then normalize
them to sum up to 1. In this way, in contrast to the original DIC ratios,
the higher the normalized ratio, the better the corresponding sample size.
We see that, in all scenarios, the normalized DIC ratios are much flatter
than the corresponding posterior distributions, meaning that no particular
sample size is clearly better than others. This analysis indicates that, if we
would like to determine an optimal sample size based on DIC, the result is
likely to be much more sensitive to the possible noise in the data and the
chosen sample period compared with the posterior means generated by the
Bayesian models. The results for the CBD model are similar and therefore
omitted.

Finally, from Figure 10, we see that the out-of-sample forecast perfor-
mance from the models with J,,:-s are dominated by the Bayesian model in
the majority of cases. For the females population, the Bayesian CBD model
performs quite well. In particular, it produces the smallest MSE-s for age 55
and 65, with all p-s. For the males population, both Bayesian models gen-
erate very small MSE-s for the age 85 with all u-s. The performance of the

18The forecast horizon does not play a role in the DIC method.
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Jopt | male | female
LC | 1986 | 1990
CBD | 1990 | 1990

Table 2: The optimal starting year under the DIC criterion for Dutch data.
In each entry, the first number is the optimal starting year for the males
population, and the second number the optimal starting year for the females
population.

Bayesian models are between the two models with Jy-s with p € {1, 10},
and are slightly worse than these two models with © = 20. However, the
posterior distributions of the starting years derived with p = 20 is more
suitable for longer forecast horizons. Therefore, the out-of-sample perfor-
mance of 10 years does not necessarily mean that the posterior distribution
is not suitable to be used for forecasting further into the future.

025 0.25 0.25

— Posterior Mass
---Normalized DIC|
0.2] 0.2] 0.2
0.15] 0.15 0.15
0.1 0.1 0.1
0.05 0.05 0.05
1%50 1960 1970 1980 1990 1840 1950 1960 1970 1980 1830 1940 1950 1960 1970
Starting Year Starting Year Starting Year

(a) Lee-Carter, p =1

(b) Lee-Carter, p = 10

(c) Lee-Carter, = 20

Figure 9: The comparison of the normalized DIC ratios (dashed line) and
the posterior distributions of sample size (solid line) for p € {1, 10,20} for
the Dutch males population using the Lee-Carter model. We first take the
negative of the DIC ratios, and then normalized them so that they sum up
to 1.

8 Conclusion

In this paper, we studied the sample size determination of mortality fore-
casting. In particular, the sample size is incorporated as an extra parameter
into the parameter space of the Lee-Carter model and the CBD model, and
its conditional posterior distribution is updated based on historical perfor-
mance for different forecast horizons. Our method is applicable to many
linear mortality models studied in the literature. We focused on the first
generation Lee-Carter and CBD model with the underlying latent time effect
modeled by a random walk with drift: The simplicity of these two models
allows us to illustrate our method more clearly.
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Figure 10: The mean squared errors of the out-of-sample forecasts for the
Dutch population aged {65,75,85} for the years 2000 to 2009. The mean
squared errors are calculated for the Lee-Carter and the CBD model based
on the sample size with the minimal DIC ratios (LC DIC and CBD DIC), as
well as the Bayesian models (LC Baye and CBD Baye). All mean squared
errors are calculated in terms of logié



We applied our method to Dutch and U.S. data, and found quite con-
centrated posterior distributions of the sample size for most age, gender,
and forecast horizon combinations for both models and data sets. In partic-
ular, the posterior distributions of the CBD model are more insensitive to
the changes in forecast horizons than the ones from the Lee-Carter model,
indicating that the CBD model specification might be more robust to non-
linearities in the data. Moreover, the posterior distributions for both models
are age- and gender-specific, meaning that using a single sample size for all
ages might not be optimal. In particular, for the CBD model we found that
the posterior distribution of the sample size is more concentrated around
earlier starting years for older ages. One possible reason is that there exists
a cohort effect in the U.S. data: people in younger ages have different mor-
tality patterns than people in older ages, and these patterns are reflected in
more recent data. This finding is in line with Cairns et al. (2009).

We carried out an out-of-sample forecast analysis using Dutch data from
2000 to 2009. In particular, we compared the out-of-sample performance
using the Bayesian models and the original models based on the sample size
that gives the minimal Deviance Information Criterion ratio. We found that
the forecasts from the Bayesian models are more precise than the forecasts
from the original models in over half of the cases. Therefore, the forecasts
of the Bayesian model seem to be more robust than the ones based on the
optimal sample size under the traditional Deviance Information Criterion.

There are several directions for future research. First, it could be inter-
esting to apply our method to other mortality models, such as the models
studied in Cairns et al. (2011). Second, when more mortality models are
included, it could be interesting to compare the performance of each model-
sample size combination, for example, using Bayes factors (Kass and Raftery
1995). More insight of the mortality models and the choice of sample size
could be gained by doing this analysis. Third, a further model averaging
could be done: We can average the forecasts produced by all model-sample
size combinations with weights equal to the corresponding likelihood (Hoet-
ing et al. 1999). By doing this, more robust forecasts might be obtained.

Appendices

A The Gibbs sampler for the mortality models

A.1 Lee-Carter model

For each J and u, Orc = (k/,d', o, B/, vech(3.)’, vech(X,)')’. In particular,
we let X. be diagonal for all Bayesian models, so vech(X.)’ is the vector of
oe,-s in all cases. Noninformative marginal prior distributions are chosen:
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p(e/,B) o< 1, p(o2, ) o —— for each z and g, and p(d’,%,) x 5,| 2.

Ex

Moreover, the marginal priof distributions are assumed to be independent
of each other. )

_ Weillustrate the estimation of (the posterior distribution of) 6.¢ in year
T. The sample used in the estimation in this case is YT —pe g1 — ] The
Gibbs sampling proceeds as follows:

1. First we simulate the state process k. Denote by D; the time ¢ infor-
mation set for t € [T —p—J+1:T — p], ke|Ds_1 ~ N(az, Ry) the
prior of k; at time t, ki|D; ~ N(my, Cy) the posterior of k; at time
t, and y,|Di—1 ~ N(f;, Q) the one step forecast distribution. Then,
given starting values mz_, g and CT*/J* ;» the updating equations
for time t are

a; =m;_1 +d,

Ry =Cy 1 + X0,

Qi =F'R,F + 3.,

Ay =R FQ;,

fi =+ Fay,

my =a; + Ai(y, — f1),

Cy =Ry — AiQ A;. (A1)

In system (A.1), y, is the log central death rate vector at time ¢, and

(B, 0
F‘(o ﬂ;)’

where 3, and B, are column vectors representing the G-s for male
and female, respectively.

2. Fit the updating system (A.1) for each t € [T —p—J+1: T — p,
then draw Ki_,, from N(af—u’ RT—M)‘ For the rest of the t-s, draw
K from

Ki|kir1,y ~ N (hy, Hy),

where ht = a; + Bt(KZtJrl — G,tJrl), and Ht = Rt — Bth+1B£, and
B, =GR

3. For every age = and gender g, draw agz from

~:

J Zt:_j{j_u_t]_l’_l(yw’tvg - Oéx,g - Bw»gﬁt’g)Q

2’ 2

ogz la, B, K,y ~ Inv-Gamma(
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4. For each gender g, let X = (i, Kky), where ¢ is a J x 1 vector of ones,
and kg4 is the vector of k¢ 4-s. Then for each age x, draw oy 4 and 3 4
from

(Oa,gs Bag)lys kg, 02, | ~ N((X'X) 7 X'y, 02, (X'X)7H).

5. Draw d from

K’Tfu - HT7M7J+1 Yo
dlk, >, ~ Zw
|F"” w N( J ) J )
6. Draw X, from
2—1
Y. !k, d ~ Wishart(J — 1, %),
where 3, = %ZtT:}fL_M_JH(Ht — ki1 —d)(kt — ke—1 — d)'.

We continue the iteration until convergence is reached. In this paper, we
set the iteration times to be 2,000, and convergence is reached in all cases
under the criterion proposed in Gelman and Rubin (1992). The initial value
of Mg_, g and C’f—u— ; are set equl to k and 3, respectively, obtained
from a weighted least squared estimation of model (2.2) - (2.3) using the

dataset YT — e 1T — ]

A.2 CBD model

For each J and y, Ocpp = (K, d’, vech(2.)’, vech(2,)’)’. Similar to the Lee-
Carter model, assume that y; is a 2n-dimensional column vector for each t.
In the context of model (4.6) - (4.7), we have p = 1, By = 0 and X; = 0 for
all ¢,

r1 1 .. 1 0 0 0
T1 X9 z, 0 O 0
0 0 0 1 1 1
Ft: 0 0 0 r1 T2 ... Ip
0 0 0o o0 0 .. O
0 0 0O o0 0 .. O
0 0 0o 0 0 .. O
L 0O 0 0O 0 0 .. 0 |

(0 @ L)) 0 @) @

for all t, 2 = [I{t,mﬂk‘:t,m?’%t,f’ﬂt,f’ m »m »Um , Um

10001 00O

Gyi— 01000100
’ 001 0O0O0T1@P0
00010O0O0T1



n @ (1 (2

for all ¢, and w; = [wt’m, Wi Wy £ Wy f}’. Also, ¢; is the vector of error terms,
Y is a diagonal matrix, and ¥, = %, for all ¢.
Again, we choose the noninformative marginal prior distributions p(agx g)

1
o2

€x,g

for each z and g, and p(d’,%,,) o |Ew|_%. The marginal prior distri-

butions are assumed to be independent of each other.

Also in this case we illustrate the estimation of (the posterior distribution
of) Or¢ in year T. The Gibbs sampling procedure for the CBD model is as
follows.

1.

Fort € [T —p—J+1:T — p], denote by k| D;_1 ~ N(as, R;) the
prior of k; at time ¢, k;|D; ~ N(my, C) the posterior of k; at time
t, and y;|Dy_1 ~ N(f;,Q:) the one step forecast distribution.!® The
updating equations for time t are, given the starting values Mmz_,_;

and CT_#_J

a; =my_1 +d,

R, =Cy_1 + X,

Qi =F'R,F + %,

Ay =R,FQ; ",

i =Fay,

my =a; + Ai(y, — f1),

Cy =Ry — AiQi A;. (A.2)

In system (A.2),

X 0
r(b %)

and X = [¢, x|, where @ = [21, 29, ..., x,]’ is the vector of ages. In our
case, = [61,62,...,89]".

. Fit the updating system (A.2) for all ¢, and draw the K process in the

same way as in the Lee Carter model.

3. For every age = and gender g, draw ng from

> _ M (2),82
J K+ KT
ng K,y ~ InV—Gamma(g, tr g 2t7g t,9 ) )

4. Draw d from

d|k, 3, ~ N( 7 7

"The prior distribution of Kf_,_ 11 18 set in the same way as for the Lee-Carter model.
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5. Draw o2 from
Y !k, d ~ Wishart(J — 1,

where 3, = %Zz:jiiufjﬂ(”t — K1 — d) (ke — kg1 — d).

We continue this procedure until convergence is reached. The initial val-
ues mgz_, and Cf—u— ; are the estimates of K and X, applying the
estimation method in Cairns, Blake, and Dowd (2006), using the dataset

y[’ffufJJrl:Tfu]'

B The DIC approach

Define the deviance as

for each sample size, gender, and model combination, where 01 is the param-
eter drawn from the corresponding posterior distribution, p(YT|0~M, J, g, M)
is the likelihood function, and C' is a constant which will cancel out when
comparing different models. For the computation of the DIC ratios, we
let J € {10,11,...,50} in line with the Bayesian models. Moreover, we use
Dutch mortality data from 1950 to 1999 to compute the likelihoods. In other
words, p(Y7|0as, J, M) in (B.1) is the likelihood of Y[1999—J+1:1999] based on
model M.
Following Spiegelhalter et al. (2002), we define

po(J, 9, M) = E;_[D(0a|J, M)] — D(r]J, M),

O

where Ej; [] is calculated using the posterior distribution of O given (J, M),

and éM is the posterior mean of 0 m- The Deviance Information Criterion is
then defined as

DIC(J,9, M) = E _[D(0lJ, 9, M)] + pp(J, 9, M). (B.2)
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