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Abstract
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positive contemporaneous correlation between permanent labour in-
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1 Introduction

Empirical studies point to differences in labour income risk borne by investors
in order to account for the observed distribution of asset holdings. The
volatility in the growth rate of proprietary income, as well as its correlation
with common stock returns, affect portfolio composition in the early study of
Heaton and Lucas (2000). More recent work emphasizes that it is persistent,
rather than temporary, income shocks that matter (Angerer and Lam, 2009).
Betermier et al. (2012) find that changes in wage volatility across industries
explain changes in the portfolio share invested by households in risky assets.
Another indicator of the sensitivity of equity investments to labour income
risk rests on asset pricing models, whose ability to explain the cross sectional
distribution of equity returns improves when human capital is considered.
Importantly, it is heterogeneous industry-related human capital, rather than
aggregate human capital, that appears to matter (Eiling 2013).

Against this background, this paper investigates the effect of heterogene-
ity in permanent shocks to labour income for optimal portfolio holdings over
the life cycle. The consensus is that investors should reduce their stock invest-
ments as they approach retirement age under normal circumstances (Bodie,
Merton and Samuelson 1992; Viceira 2001; Cocco, Gomes and Maenhout
2005). The motive is that human capital relative to financial wealth is de-
creasing over the life cycle, and labour income provides a hedge against shocks
to stock returns. We point out, though, that uncertainty concerning social
security income falls as retirement approaches since labour income shocks are
persistent. This makes financial risk bearing more attractive.

Our paper argues that the optimal portfolio share invested in stocks in-
creases, or is constant, in age before retirement for reasonable parameter
configurations. This result obtains in a standard life-cycle framework where
the first pillar offers an exogenous replacement ratio and available assets in-
clude one riskless and two risky assets ("stocks" and "bonds"). The driver
of this inversion of the standard life-cycle asset allocation profile is a positive
contemporaneous correlation between permanent labour income shocks and
innovations to stock returns, when matched by a relatively high variance of
such shocks and/or a relatively high risk aversion. Importantly, this pattern
obtains for realistic parameter values. Such parametric interactions are also
able to generate non-participation in the stock market by the young - a robust
empirical regularity that so far has been dealt with by resorting to various
kinds of participation costs.!

LOur paper extends to the life-cycle framework the analysis carried out by Boyle and
Guthrie (2005), who use the mean-variance model with two risky assets augmented to
include human capital to show the role of the correlation between risky assets and labour



More precisely, when we simply introduce bonds as a second risky asset
into the Cocco, Gomes and Maenhout (2005) model, we obtain minor vari-
ations with respect to known results. Early in the worker’s life, the average
asset allocation is tilted towards stocks, as labour income provides a hedge
against financial risks, while it gradually shifts to bonds in the two decades
before retirement because income profiles peak around age 45. Changing one
parameter at a time also involves minor modifications in profiles, although
portfolio shares are affected in known ways. On the contrary, a clearcut de-
parture from previous results emerges when a moderately positive correlation
between stock returns and permanent labour income innovations interacts
with a slightly higher degree of risk aversion. The worker starts investing
in risky stocks only around the age of 25, after accumulating a sufficient
amount of financial wealth. Afterwards, the stock share increases over time
to reach about 20% for the median investor at the age of 40, and remains vir-
tually constant until retirement. The portfolio bond share is correspondingly
decreased up to the age of 40, with no investment in the riskless asset at
any age. Therefore, the interaction of a positive stock return-labour income
correlation with a relatively high degree of risk aversion produces an oppo-
site age pattern of stock investment with respect to standard calibrations of
life-cycle models and popular target-date products. If we add to this picture
a higher variance of permanent labour income shocks, a gradual decrease
over time of the risky asset share applies to bonds instead of stocks and is
accompanied by accumulation of the safe asset.

These results owe in part to the (small) positive correlation of income
shocks with equity returns, implying that labour income becomes an im-
perfect substitute for stock investments inducing the investor to reduce the
equity allocation (Viceira 2001). This explains higher bond investment at
the beginning of the life cycle, when human capital is relative large, and
possible non participation in the stock market by the young. At the same
time, uncertainty over future pension income falls as retirement approaches,
thereby increasing the investor’s risk appetite. The interplay of these two
effects determines the life-cycle investment profile.

Also Benzoni, Collin-Dufresne and Goldstein (BCG) (2007) argue for an
optimal inverted life cycle stock investment profile, with no participation
when young, as we do. The driver of the inversion in BCG lies in the changing
tightness of the dynamic relationship between labour income and stock mar-
kets in the short and the long run. The high long-term labour income-stock
return correlation faced by young investors implies a relatively low optimal
investment in stocks. As retirement approaches, the lower short-term cor-

income in solving the asset allocation puzzle.



relation motivates an optimal increase in stock investment. Thus, increased
risk taking as retirement approaches in BCG is not due to the resolution of
uncertainty concerning the level of future pension income, as suggested in
this paper. Dramatic investments in stocks when young may also be sub-
otimal if there is housing wealth (Cocco 2004) or if the expected labour
income growth rate is sensitive to the real short-term interest rate (Munk
and Sorensen 2010). Here we resort to two observed features of household
portfolios, namely their responsiveness to permanent income shocks and the
presence of risky bonds in an otherwise benchmark model. A simple inter-
action between risk aversion (or background risk) and the correlation of per-
manent income shocks and stock returns, may even explain upward sloping
age profiles and non-participation by the young. Importantly, these combi-
nation effects are specific to the three parameters we stress above, at least
for realistic calibrations. For instance, when the replacement ratio falls,?
simulations reveal that agents save more during their working life in antici-
pation of lower pension incomes, thus accumulating a higher level of financial
wealth. This determines a lower optimal share of stocks at all ages and for
all values of the labour income-stock return correlation, holding risk aversion
fixed. However, it does not impact on the shape of life cycle profiles because
income shocks, and therefore the resolution of uncertainty, are less relevant
to pension income.

An implication of our analysis is that investors’ heterogeneity in risk aver-
sion and labour income risk may explain the observed patterns in portfolio
age profiles. When we allow for differences in such parameters across in-
vestors, the simple life-cycle model is able to replicate both the observed
average participation rate in the stock market during working years and the
average equity portfolio shares conditional on participation. We also analyze
how combinations of parameters chacterizing an investor’s type (ex-ante) af-
fect the ex-post dispersion in investment profiles around the median one.
Such ex post dispersion is generated by the realization of individual-specific
labour income shocks, and is remarkable for benchmark calibrations of the
model. Dispersion in optimal profiles shrinks considerably when the investor
type is characterized ex ante by higher risk aversion as well as higher labour
income risk and correlation with stock returns. These investors save more
and accumulate larger financial wealth early in life. Accordingly, their labour
(mis)fortunes impact less on their portfolio composition generating reduced
ex-post heterogeneity.

Our paper also implies that multiple investment strategies ought to be

2Observed replacement ratios vary widely both within and across countries, ranging
from 34.4% in UK to 95.7% in Greece (OECD 2007).



offered to plan participants depending on their type, i.e. their risk aversion
and their specific labour income characteristics. We measure the welfare
losses associated to offering a single "target-date fund" (7T'DF'), mimicking
those adopted by pension funds, with an initially high stock share which
gradually falls in age while the bond share increases.> Such investment rule
is very close to optimal for the benchmark parameters which were the focus
of previous research. It generates very large welfare costs, in the order of 15-
30% of lifetime consumption, when higher risk aversion is accompanied by
realistically large income risk. This is because investing as much as 90% in
stocks in the early working years is suboptimal for a large part of the investor
population, that would not participate in the equity market, and weighs on
lifetime welfare. We also consider two alternative rules of thumb. The first
is an age rule, where the portfolio share allocated to risky assets decays
deterministically with the worker’s age, while the second one is an equally
weighted portfolio of three financial assets. This echoes the “1/N rule” of
DeMiguel, Garlappi and Uppal (2008) that outperforms several investment
strategies in ex post portfolio experiments. The latter strategy performs
consistently better than the age rule in our ex ante experiment, and appears
to be preferable to the TDF' alternative in case the pension fund ignores
workers’ labour income profiles.

Bodie, Merton and Samuelson (1992) already specify exceptions to ‘nor-
mal’ circumstances, inducing workers to choose greater risk-taking with age.
These are a very risky wage or a reduction in wage risk over the life cy-
cle. Here, we analyse such cases using the realistic stochastic process for
labour income proposed by Cocco et al. (2005) and argue that these can
be quite ‘normal’ in practice: the variance of wage shocks need not be so
high for the inversion to obtain, as long as such shocks are permanent as op-
posed to temporary and the asset menu includes bonds. Bodie and Treussard
(2008) also suggest that the standard age rule may be far from optimal when
wages are perfectly correlated with stock returns and risk aversion is rela-
tively high, in which case a duration-matched portfolio of inflation-protected
bonds may lead to higher welfare. We focus on the case when the correla-
tion of permanent wage shocks with stock return innovations is low (0.2),
broadly consistent with estimates obtained by a large part of the empirical

3Target Date Retirement Funds (TDF) are a “safe harbor” investment default in
defined-contribution (DC) plans in the US since 2006. Vanguard life cycle fund with
retirement date 2015 and 2045 respectively had stock allocations of 57% and 90% as of
January 2012. Sweden’s AP7 introduced in 2010 a new default arrangement that allocates
100 percent in equities until age 55 and then gradually moves into fixed income invest-
ments. Several developing countries adopt decreasing age-dependent default investment
options (Giacomel and Rinaldi, 2008).



literature.*

The rest of the paper is organized as follows. Section 2 presents the bench-
mark life-cycle model and briefly outlines the numerical solution procedure
adopted. Simulation results are discussed in Section 3, which reports about
the inversion in life cycle profiles (3.3) and its robustness (3.3.1). It then an-
alyzes ex post heterogeneity in portfolio shares over the life cycle (3.3.2) and
the ability of ex ante heterogeneity to account for observed patterns in in-
vestment profiles. Section 4 addresses the welfare costs of simple investment
rules for heterogeneous investors. Section 5 concludes the paper.

2 The life-cycle model

We model an investor who maximizes the expected discounted utility of con-
sumption over her entire life and wishes to leave a bequest as well. The
effective lenght of her life, which lasts at most T' periods, is governed by
age-dependent life expectancy. At each date t, the survival probability of
being alive at date ¢ + 1 is p;, the conditional survival probability at . The
investor starts working at age ty, and retires with certainty at age to + K.
Investor’s ¢ preferences at date ¢t are described by a time-separable power
utility function:
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where C}; is the level of consumption at time ¢, X;; is the amount of wealth
the investor leaves as a bequest to her heirs in case of death, b > 0 is a
parameter capturing the strength of the bequest motive, § < 1 is a utility
discount factor, and v is the constant relative risk aversion parameter. Fol-
lowing Cocco, Gomes and Maenhout (2005), we do not model labour supply
decisions, whereby ignoring the insurance property of flexible work effort al-
lowing investors to compensate for bad financial returns with higher labour
income, as in Gomes, Kotlikoff and Viceira (2008), and the opportunity to
switch jobs as in Ruffino (2008).

4For example, although this correlation is not significantly different from zero in Cocco,
Gomes and Michaelides (2005) for households with any level of educational attainment, it
ranges from 0.33 for households with no high-school education to 0.52 for college graduates
in Campbell, Cocco, Gomes and Maenhout (2001) and Campbell and Viceira (2002). More
detailed discussion of this point is provided in section 3.3 below.



2.1 Labour and retirement income

Available resources to finance consumption over the agent’s life cycle derive
from accumulated financial wealth and from the stream of labour income. At
each date t during working life, the exogenous labour income Yj; is assumed
to be governed by a deterministic age-dependent growth process f (t, Z;),
and is hit by both a permanent shock u;; and a transitory disturbance n,
the latter being uncorrelated across investors. Formally, the logarithm of
Y} is represented by

logYie = f(t,Zit) + wir + nit lo<t<ty+ K (1)

More specifically, f(t,Z;) denotes the deterministic trend component of
permanent income, which depends on age ¢ and on a vector of individual
characteristics Z;;, such as gender, marital status, houseohld composition
and education. As in Cocco, Gomes and Maenhout (2005) and Gomes and
Michaelides (2005), uncertainty of labour income is captured by the two
stochastic processes, u; and n;, driving the permanent and the transitory
component respectively. Consistent with the available empirical evidence,
the permanent disturbance is assumed to follow a random walk process:

Uit = Uip—1 + Eit (2)

where g;; is distributed as N (0, 0%) and is uncorrelated with the idiosyncratic
temporary shock n;, distributed as N(0,02). Finally, the permanent distur-
bance ¢; is made up of an aggregate component, common to all investors,
& ~ N(0,0%), and an idiosyncratic component wy ~ N(0,0?2) uncorrelated
across investors:

git = & + wit (3)

As specified below, we allow for correlation between the aggregate permanent
shock to labour income ¢, and innovations to the risky asset returns.

During retirement, income is certain and equal to a fixed proportion A of
the permanent component of income in the last working year:

log }/7;15 = log )\ + f (t0+K7 Zit0+K) + uit0+K tO + K <t S T (4)

where the level of the replacement rate A\ is meant to capture at least some
of the features of Social Security systems. Other, less restrictive, modelling
strategies are possible. For example, Campbell, Cocco, Gomes and Maen-
hout (2001) model a system of mandatory saving for retirement as a given
fraction of the (stochastic) labour income that the investor must save for re-
tirement and invest in the riskless asset, with no possibility of consuming it or
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borrowing against it;> at retirement, the value of the wealth so accumulated
is transformed into a riskless annuity until death.

2.2 Investment opportunities

We allow savings to be invested in a short-term riskless asset, yielding each
period a constant gross real return R/, and in two risky assets, characterized
as “stocks” and “bonds”. The risky assets yield stochastic gross real returns
R and R? respectively. We maintain that the investment opportunities in
the risky assets do not vary over time and model excess returns of stocks and
bonds over the riskless asset as

R —R' = 4+ (5)
R—RF = pb+0b (6)

where p* and p° are the expected stock and bond premia, and v§ and 1% are
normally distributed innovations, with mean zero and variances o2 and o}
respectively. We allow for the two disturbances being correlated, with corre-
lation p,;,. Moreover, we let the innovation on the stock return be potentially
correlated with the aggregate permanent disturbance to the labour income,
and denote this correlation by p.,. We do not allow for excess return pre-
dictability and other forms of changing investment opportunities over time,
as in Michaelides (2002) and Koijen, Nijman and Werker (2010). While both
papers document market timing effects on asset allocations when parameters
of the return distributions are known with certainty, there is still consid-
erable debate as to the ex-post value of market timing both at short and
longer horizons (De Miguel, Garlappi and Uppal 2008; Fugazza, Guidolin
and Nicodano 2010) and return predictability in general (Goyal and Welch
2008) when such parameters are estimated by an asset manager.

At the beginning of each period, financial resources available for con-
sumption and saving are given by the sum of accumulated financial wealth
Wi plus current labour income Yj;, that we call cash on hand X;; = Wy+
Y;;. Given the chosen level of current consumption, Cj;, next period cash on
hand is given by:

X1 = (Xi — Cit)Rg + Yi (7)

where R is the portfolio return

Rﬁ = o}, Ry + O‘?tRzIf) + (1 —ag — O‘?t) R’ (8)

’Koijen, Nijman and Werker (2011) argue that these mechanisms are suboptimal rela-
tive to alternative annuity designs, despite their diffusion across pension systems.



with a3, b, and (1 — o — Oz?t) denoting the shares of the investor’s portfolio

invested in stocks, bonds and in the riskless asset respectively. We do not
allow for short sales and assume that the investor is liquidity constrained, so
that the nominal amount invested in each of then three financial assets are
Fy; >0, 5; >0 and B; > 0 respectively for the riskless asset, stocks and
bonds, and the portfolio shares are non negative in each period.

All simulation results presented below are derived under the assumption
that the investor’s asset menu is the same during working life and retirement.
However, the results concerning asset allocation are qualitatively similar in
unreported simulations based on the alternative assumption that retirees
invest in the riskless asset only.

2.3 Solving the life-cycle problem

In this standard intertemporal optimization framework, the investor max-
imizes the expected discounted utility over life time, by choosing the con-
sumption and the portfolio rules given uncertain labour income and asset
returns. Formally, the optimization problem is written as:

T ‘ j—2 Cif'y )
ﬁj (H pto+k> <pt0+j 1Z_O+] +
7j=1 k=0 v
I
(thoJrj/b) ) > (9)

L=y
s.t. X@'t+1 = (X’Lt — Czt) (CkftRf + CkgtR? + (]_ — O[ft — Oégt) Rf) + }/;t+1

with the labour income and retirement processes specified above and short
sales and borrowing constraints imposed.

Given its intertemporal nature, the problem can be restated in a recursive
form, rewriting the value of the optimization problem at the beginning of
period t as a function of the maximized current utility and of the value of
the problem at ¢ + 1 (Bellman equation):

Cp
max (11_—07 + Fy,

AT-1 s b 1771
{Clt}to 7{O‘itvait}t0

+ (1 - pt0+j) b

C 7
Vi (Xit,uz‘t) = max —— + BE, [pt‘/z‘t—l—l (Xit+1,uit+1)
il fagpat o L=
tg it to
X1 /D)
+(1—p) b%}) (10)

At each time t the value function Vj; describes the maximized value of the
problem as a function of the two state variables, the level of cash on hand at
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the beginning of time ¢, X;;, and the level of the stochastic permanent com-
ponent of income at beginning of ¢, u;;. In order to reduce the dimensionality
of the original problem to one state variable we exploit the homogeneity of
degree (1 — ) of the utility function, and normalize the entire problem by
the permanent component of income w;;. Thus, we can rewrite (10) as

cit
Vie (Xar) = max —— + BE; [piViera (X5
) {cn}Z;17{a;7az}fol(1—v b ()
Xy /D)7
—I—(l—pt)b—( tl“/) D (11)
—

This problem has no closed form solution: hence the optimal values for con-
sumption and portfolio shares at each point in time are obtained by means
of numerical techniques. To this aim, we apply a backward induction pro-
cedure and obtain optimal consumption and portfolio rules in terms of the
state variable starting form the last possible period of life T'. In particular,
in the presence of bequest, the terminal condition is:

(Xirya/0)' 7

. X —
Virs1 (Xir41) =0 T—~

and the Bellman equation (10) at 7" becomes

1- 1-
Vir (Xia) = 2+ 5, (b%) (12)

from which the optimal consumption and portfolio share policy rules are ob-
tained for each possible value of the state variable (the initial level of cash
on hand at T') using the standard grid search method.® Going backwards,
for every period t = T — 1,T — 2,..., 1y, the Bellman equation (10) is used
to obtain the optimal rules for consumption and the portfolio shares. For
each level of the state variable X;;, the value function at the beginning of
time ¢, Vj;(X;), is obtained by picking the levels of consumption and port-
folio shares that maximize the sum of the utility from current consumption
U(Cy) and the discounted expected value from continuation SE[-], com-
puted using Vj;.1 (X1 1) obtained from the previous iteration. In particular,
given Vi1 (Xiey1), the expectation term is evaluated in two steps. We use

6 According to this method, the problem is solved over a grid of values covering the
space of the state variables and the controls, to ensure that the solution found is a global
optimum.
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numerical integration performed by means of the standard Gaussian Her-
mite quadrature method to approximate the distribution of shocks to labour
income and asset returns. Then, cubic spline interpolation is employed to
evaluate the value function at points that do not lie on the state space grid.

3 Simulation results

The numerical solution method briefly outlined above yields, for each set of
parameters chosen, the optimal policy functions for the level of consumption
and the shares of the financial portfolio invested in the riskless and risky
assets as functions of the level of cash on hand. Using those optimal rules,
it is then possible to simulate the life-cycle consumption and asset allocation
choices of a large number of agents. In this section, we describe results
obtained from this procedure, focusing first on a benchmark case and then
presenting extensions along various dimensions.

3.1 Calibration

Parameter calibration concerns the investor’s preferences, the features of the
labour income process during working life and retirement, and the moments
of the risky asset returns. To obtain results for a benchmark case, we chose
plausible sets of parameters referred to the US and based mainly on Cocco,
Gomes and Maenhout (2005) and Gomes and Michaelides (2005).

The investor begins her working life at the age of 20 and works for (a max-
imum of) 45 periods (K') before retiring at the age of 65. After retirement,
she can live for a maximum of 35 periods until the age of 100. In each period,
we take the conditional probability of being alive in the next period p; from
the life expectancy tables of the US National Center for Health Statistics. As
regards to preferences, we set the utility discount factor 5 = 0.96, and the
parameter capturing the strength of the bequest motive b = 2.5 (which bears
the interpretation of the number of years of her descendants’ consumption
that the investor intends to save for). Finally, the benchmark value for the
coefficient of relative risk aversion is v = 5. The latter choice is relatively
standard in the literature (Gomes and Michaelides 2005; Gomes, Kotlikoff
and Viceira 2008), capturing an intermediate degree of risk aversion, though
Cocco, Gomes and Maenhout (2005) choose a value as high as 10 in their
benchmark setting.

The labour income process is calibrated using the estimated parameters
for US households with high-school education (but not a college degree) in
Cocco, Gomes and Maenhout (2005). The age-dependent trend is captured

11



by a third-order polynomial in age, delivering the typical hump-shaped profile
until retirement depicted as the dash-dotted line in Figure 1. After retire-
ment, income is a constant proportion A of the final (permanent) labour
income, with A = 0.68. The continuous line in the figure portrays the whole
deterministic trend f (¢, Z;), used in the simulations below, that allows also
for other personal characteristics such as family size and marital status. In
the benchmark case, the variances of the permanent and transitory shocks
(e4+ and ny; respectively) are 02 = 0.0106 and o2 = 0.0738; in some of the
extensions below we let those parameters vary (to explore the effects of in-
creasing labour income uncertainty) but keep the permanent-transitory ratio
roughly constant at the 0.14 level. This choice is supported by the evidence
in Cocco, Gomes and Maenhout (2005), showing that empirically the ratio is
remarkably stable across occupational sectors despite widely different values
for the labour income shock variances.

The riskless (constant) interest rate is set at 0.02, with expected stock
and bond premia y* and p° fixed at 0.04 and 0.02 respectively. The standard
deviations of the returns innovations are set at o, = 0.157 and o, = 0.08;
in the benchmark case, we fix their correlation at a positive but relatively
small value: p, = 0.2, calibrated on the historical annual correlation in
the US and close to the choice of Gomes and Michaelides (2004). Finally,
we initally impose a zero correlation between stock return innovations and
aggregate permanent labour income disturbances (p,, = 0); we will assess
below the impact on wealth accumulation and portfolio allocation of allowing
for a moderately positive stock return-labour income shock correlation.

3.2 Benchmark results

In all simulations we look at the cross-sectional distribution of 10,000 agents’
optimal choices over their life cycle. In the benchmark case, the typical
life-cycle profiles for consumption, labour income and accumulated financial
wealth are obtained over the working life and the retirement period, as in
Cocco, Gomes and Maenhout (2005). Binding liquidity constraints make
consumption closely track labour income until the 35-40 age range, when the
consumption path becomes less steep and financial wealth is accumulated at
a faster rate. After retirement at 65, wealth is gradually decumulated and
consumption decreases towards retirement income.

Before presenting the age profile of optimal portfolio shares, Figure 2
displays the optimal policy rules for the risky asset shares o3 and of as
functions of the level of cash on hand (the problem’s state variable): in each
panel, the optimal fraction of the portfolio invested in stocks and bonds is
plotted against cash on hand for investors of four different ages (20, 30, 55 and

12



75). The basic intuition guiding the interpretation of the optimal policies,
on which the following simulation results are based, is that labour income
is viewed by the investor as an implicit holding of an asset (Bodie, Merton
and Samuelson 1992). Although in our setting labour income is uncertain
(its process being hit by both permanent and transitory shocks), as long as
the correlation of asset returns’ innovations and labour income disturbances
is zero or sufficiently small, labour income is more similar to the risk-free
than to the risky assets; therefore, when the present discounted value of
the expected future labour income stream (i.e. human wealth) accounts
for a sizeable portion of overall wealth, the investor is induced to tilt her
portfolio towards the risky assets. The proportion of human out of total
wealth is widely different across investors of different age and is one of the
main determinants of their chosen portfolio composition.

Looking at Figure 2, in the case of an investor of age 75, the certain
retirement income acts as a holding of the riskless asset and only relatively
poor investors (with a small amount of accumulated wealth and current in-
come) hold a financial portfolio heavily invested in stocks. Wealthier in-
vestors choose a lower portfolio share in stocks and increase their holdings of
bonds, since for them the proportion of the overall wealth implicitly invested
in the riskless asset (i.e. human wealth) is lower. At age 55, the investor still
has a decade of relatively high expected labour income before retirement,
and she will tend to balance this implicit holding of a low-risk asset with a
financial portfolio more heavily invested in risky stocks (and less in bonds)
than older investors: her optimal policies in Figure 2 are shifted outwards
with respect to the 75-year-old agent for all levels of cash on hand.” The
same intuition applies to earlier ages, for which the optimal stock and bond
policies shift gradually outwards as younger investors are considered.

On the basis of such optimal investment policies, the portfolio shares of
stocks, bonds and the riskless asset for 10,000 agents have been obtained
by simulation over the whole investors’ life cycle. Figure 3 shows the me-
dian portfolio shares for stocks (upper panels) and bonds (lower panels)
from the cross-sectional distribution, plotted against age. In order to as-
sess the amount of heterogeneity in investors’ portfolio choices, also the 5th
and the 95th percentiles of the cross-sectional distributions of optimal shares
are shown. Two assumptions on the amount of background risk faced by
agents are considered: a "normal" variance scenario (left column), in which
the variances of the permanent and transitory labour income shocks are set

"The step-wise appearence of the policy rules is due to the choice of the grid in the
numerical solution procedure. The use of a finer grid would deliver smoother policies, at
the cost of additional computing time.
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at the already mentioned benchmark levels (o2 = 0.0106 and 02 = 0.0738),
and a "high" variance scenario (right column), in which, while keeping the
permanent to total variance ratio constant (0.14), the labour income shock
variances are set at the larger values 02 = 0.042 and o2 = 0.30, consistently
with the evidence presented by Cocco, Gomes and Maenhout (2005) for US
workers in the agricultural sector.

Figure 3 well summarizes a relatively standard set of results on the age
profiles of stock and bond portfolio shares, mainly determined by the fact
that over the life cycle the proportion of overall wealth implicitly invested
in the riskless asset through expected labour incomes varies, being large for
young investors and declining as retirement approaches. In fact, in the "nor-
mal" labour income risk scenario, younger agents invest heavily in stocks
until approximately the age of 40. Middle-age investors (between 40 and
the retirement age of 65) gradually shift the composition of their portfolio
away from stocks and into bonds, to reach median shares of around 55% and
45% respectively at the retirement date. After retirement, two main factors
determine optimal portfolio shares. On the one hand, income becomes cer-
tain and the proportion of implicit holdings of the safe asset increases again;
consequently, the share of stocks tends to increase, at the expense of bonds,
to compensate for it. On the other hand, the presence of an operative be-
quest motive induces the investor to run down her previously accumulated
financial wealth relatively slowly, whereby offsetting the incentive to increase
the portfolio share of the riskiest asset. Overall, the optimal share of stocks
remains nearly flat at the bottom level attained at retirement age. Through-
out both working life and retirement, holdings of the riskless asset are kept
at a minimum, very often zero.

The effects of increasing labour income risk on optimal asset allocation
are portrayed in the right column panels of Figure 3. A larger amount of
background risk induces agents to increase precautionary savings, accumulat-
ing more financial wealth over time. Therefore, there is less need for investors
to tilt their asset allocation towards the riskiest asset available: the optimal
share of stocks in the portfolio is reduced at any age, and the bond share
is correspondingly increased. The age profiles show that investors start de-
creasing the stock share very early in life, to reach a bottom level (slightly
larger than 40% for the median of the distribution) around the age of 50;
then, the share remains remarkably flat for the remaining part of the work-
ing life and during retirement. This age profile is mirrored exactly by the
bond share, with no room for investment in the safe asset at any age.

Overall, the popular financial advice of holding a portfolio share of risky
stocks equal to 100 minus the investor’s age (so that o ., = (100— age)/100),

age
implying a gradual shift toward bonds over life, is not completely at variance
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with the optimally designed investment policies displayed in Figure 3, at
least over investors’ working life. However, in our benchmark cases the de-
cumulation of stocks is not linear, as the simple age-dependent rule would
predict (with the stock share going down from 80% at the age of 20 to 35%
at retirement), but depends on the relative dynamics of the investor’s human
and financial wealth. This helps explaining also the behavior of portfolio
shares when the agent’s incentives to save and accumulate financial wealth
are changed in various ways.

For example, investors with lower replacement ratio, A, anticipate rela-
tively lower incomes during retirement and choose to save more during their
working life, thereby accumulating a higher level of financial wealth. This de-
termines a lower optimal share of stocks (and a correspondingly larger bond
share) at all ages (and in both labour income risk scenarios) and a declin-
ing time profile over the working life, as human capital decreases relative to
financial wealth, confirming the patterns displayed in Figure 3.

3.3 Inverted Life-Cycle Profiles

To evaluate the robustness of the life-cycle asset share profiles obtained above,
we modify the benchmark setting in various ways. In this subsection, we focus
on two additional important dimensions, i.e. the correlation between stock
return innovations and the aggregate permanent shock to labour income (py)
and the degree of investors’ risk aversion (), and their interactions with the
amount of background risk faced by agents.

First, we let the stock return innovations be positively correlated with the
innovations in permanent labour income. The available empirical estimates
of this correlation for the US differ widely. Cocco, Gomes and Michaelides
(2005) report estimated values not significantly different from zero for house-
holds with any level of educational attainment, whereas Campbell, Cocco,
Gomes and Maenhout (2001) and Campbell and Viceira (2002) find higher
values, ranging from 0.33 for households with no high-school education to
0.52 for college graduates.® Moreover, Cocco, Gomes, and Maenhout (2005)
provide estimates between —0.01 and 0.02, while Heaton and Lucas (2000)
between —0.07 and 0.14,and Munk and Sgrensen (2005) report a correla-
tion of 0.17. Furthermore, as to the correlation between labour income risk
and industry-specific equity risk, Davis and Willen (2000) report correlations
ranging between —0.10 and 0.40. Since our calibration of the labour income
process reflects the features of households with high-school education, we
adopt an intermediate positive value of p = 0.2. This choice results in a

8In Campbell and Viceira (2002) the correlation is estimated with a one-year lag.
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modest correlation between the growth rate of individual labour income and
stock return innovations, in accordance with the empirical evidence.’
Figure 4 displays the optimal portfolio shares of stocks and bonds when
psy = 0.2 and the degree of risk aversion is kept at the benchmark value
v = 5. The positive correlation between labour income shocks and stock
returns makes labour income closer to an implicit holding of stocks rather
than of the other assets, reducing the incentive to invest in stocks at all
ages.!? The age profile of optimal portfolio shares now depends crucially on
the assumed magnitude of background risk. In the “normal” labour income
variance scenario (left column), younger investors, for whom human capital
is a substantial fraction of overall wealth, are therefore heavily exposed to
stock market risk and will find it optimal to offset such risk by holding a
considerably lower fraction of their financial portfolio in stocks if compared
with the benchmark case in Figure 3. This effect decreases as workers move
along the steepest part of their labour income path, determining a gradual
increase in the portfolio share of stocks until around the age of 25. From
that age on, the size of human capital decreases and the investor shifts her
portfolio composition again towards safer bonds: this yields a hump-shaped
profile for the optimal share of stocks during working life. The stock share
reaches a bottom level of about 40% for the median investor at around the age
of 45, and remains substantially flat until retirement. At 65 labour income
becomes certain (and therefore uncorrelated with stock return innovations),
and the investor rebalances her portfolio towards stocks: during retirement,
the level and time profile of the stock share are very close to the benchmark

9In fact, using (1), (2) and (3) we can express the correlation between the growth rate
of individual labour income (AlogY;:) and the stock return innovation (v§) in terms of
psy and the variances of the aggregate and idiosyncratic labour income shocks as:

1
corr(AlogYiy, v}) = ———"poy < Py

o2 4202
1+ w 5 n
%¢

Using our benchmark ("normal" labour income variance) value for o2 = 0.0738 and at-
tributing all permanent disturbances to the aggregate component, so that o2 = 0‘2 =

0.0106 (02 being 0), we derive an upper bound for corr(Alog Yy, v§):
corr(Alog Y, vi) <0.26 - pgy

Therefore, the value for p,y used in our simulations (0.2) implies a modest value for
corr(Alog Y, vi) of (at most) 0.052. This value is only slightly changed in the "high"
labour income variance scenario (0.054).

10Note that the positive correlation between stock and bond return innovations (0.2)
makes also bond return positively correlated with permanent labour income innovations,
but with a much smaller coefficient (0.04).
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case shown in Figure 3. Again, throughout working life and retirement, the
age profile of the bond share mirrors that of stocks, with no investment in
the riskless asset.

Sharp differences in optimal asset allocation over the life cycle emerge
when the amount of background risk is larger. In the “high” labour income
variance scenario (Figure 4, right column) financial wealth is accumulated
more rapidly and the portfolio share of stocks is decreased further at any age.
In fact, the agent starts investing in risky stocks a positive fraction of her
financial portfolio only around the age of 25, after accumulating a sufficient
amount of financial wealth. Afterwards, the stock share increases over time
to reach about 20% for the median investor at the age of 40, and remains
virtually constant until retirement, when the portfolio is rebalanced in favour
of stocks to compensate for the now riskless nature of income streams. The
portfolio bond share is correspondingly decreased up to the age of 40, and
then kept constant by the median investor until rebalancing occurs at the
retirement date. No room for investment in the riskless asset is detected at
any age. Therefore, conditional on an intermediate degree of risk aversion,
the interaction of a moderately positive correlation between stock returns
and permanent labour income innovations with a relatively large amount of
background risk produces an opposite age pattern of stock investment with
respect to standard calibrations of life-cycle models and popular financial
advice. Now it is optimal for the investor not even enter the stock market
when very young, and build up the stock share later during working life,
when the ratio of human to financial wealth decreases due to larger savings
and the hump-shaped labour income dynamics. This gradual rebalancing
process towards less risky bonds stops quite early (around the age of 40),
when the investor attains an optimal asset allocation which is kept constant
for the rest of her working life.

The case for “inverted” life-cycle stock share profiles is further enhanced
when even a moderately positive correlation between innovations to stock re-
turns and permanent labour income interacts with a relatively higher degree
of risk aversion. Figure 5 portrays the age profile of the portfolio shares of
stock and bonds for investors with a risk aversion parameter v = 8, keeping
the stock return-labour income correlation at p ;- = 0.2. To focus on the
relevance of the interaction between those two parameters in shaping opti-
mal life-cycle asset allocation choices, we choose a value for v that, though
higher than in the benchmark case (7 = 5), is not extreme; for example,
Cocco, Gomes and Michaelides (2005) set v = 10 in their baseline calibration
exercise, considering this value as the upper bound of the range of reason-
able values. As discussed below, setting v to values larger than 8 would even
strengthen the results. Now, even in the “normal” background risk scenario
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(Figure 5, left column), the more risk-averse (and prudent) investor saves
more for precautionary reasons, accumulating financial wealth, and starts
investing in risky stocks only around the age of 25, gradually increasing the
stock share until about 20% at the age of 45. Then, the stock share stays
flat over the remaining working life and during retirement, after a modest
rebalancing when labour income becomes riskless at the retirement age. The
time profile of the portfolio share invested in bonds mirrors that of stocks
until the age of 50, when it starts decreasing gradually from 80% to about
60% at retirement age. Correspondingly, the investor accumulates a buffer
stock of the riskless asset, which reaches a portfolio share of around 20% at
retirement age and is kept constant thereafter.

Those age patterns are even more pronounced when a larger amount of
labour income risk is considered (Figure 5, right column). With more back-
ground risk, precautionary savings are larger, financial wealth is accumulated
more rapidly, and the optimal stock share is lower at any age. The (median)
investor enters the stock market in her late 20s and slowly increases her stock
portfolio share up to a modest 15% at age 45, that she keeps constant over
the remaining working life; even after rebalancing the portfolio at the re-
tirement age, the stock share reaches only 20%. The bond share decreases
more smoothly than in the “normal” labour income risk scenario throughout
the entire investor’s working life, as an increasingly larger portfolio share is
invested into the riskless asset: at retirement, riskless asset holdings amount
to about 30% of the financial portfolio for the median investor. Therefore,
with high background risk, a standard age-dependent rule implying a gradual
reduction over time of the risky asset share does apply to bonds instead of
stocks and is accompanied by a sizeable accumulation of the safe asset.

Overall, our results show that, contrary to standard calibrations of the
life-cycle model, the optimal portfolio share invested in stocks may well be
increasing or constant in age before retirement when a positive correlation
between permanent labour income shocks and stock return innovations is
associated with a relatively high degree of investors’ risk aversion or a sub-
stantial amount of background risk.

To further explore the age profile of optimal stock investments, Figure
6 shows median optimal stock shares over the life-cycle for a broader set of
values of the relevant parameters, namely four values of the risk aversion
coefficient (v = 2, 5, 8 and 10) and a wider range of stock return-labour in-
come correlation coefficients, from p = 0 to p,yy = 1 (by incremental steps
of 0.1). Panel (a) displays the results of those parameter combinations in the
“normal” labour income shock variance scenario, whereas Panel (b) refers to
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the “high” variance scenario.!’ Our simulations extend and generalize the

findings presented in Figures 4 and 5. Now the inversion of the age profile
of stock investment occurs for all levels of risk aversion: the higher the risk
aversion coefficient v (and the larger the magnitude of background risk), the
lower is the minimum value of p - necessary for the inversion in the life-cycle
stock investment pattern to occur. When risk aversion is low (y = 2), the
optimal stock portfolio share starts to be increasing in age over most of the
investor’s working life only for values of p,y larger than 0.7 in the “normal”
labour income shock variance scenario and 0.5 in the “high” variance case.
As the degree of risk aversion is increased, those threshold values for p,, are
gradually reduced to around 0.1 for both background risk scenarios when
~v = 10, the largest value of our chosen range. Indeed, high risk aversion
and/or large labour income risk induce investors to save more for precau-
tionary reasons, whereby accumulating financial wealth more rapidly, and to
decrease their optimal portfolio stock share. A positive correlation between
stock returns and labour income shocks makes stocks a less desirable hedge
for labour income risk, further reducing the optimal stock share. The result-
ing age profile of the stock share may well feature a very low level (or even
zero, implying non-participation in the stock market) in the earlier period
of the investor’s working life, followed by a moderately increasing pattern
until middle-age, even for modest values of the stock return-labour income
correlation coefficient. At retirement age, income becomes uncorrelated with
stock returns for any value of p,, prevailing over working life: this feature
of retirement income explains why, for all degrees of risk aversion, the mag-
nitude of the portfolio rebalancing toward stocks at retirement age is larger
the higher is p,y during working life.

3.3.1 Robustness

The life-cycle investment patterns discussed above are robust to several
changes in the properties of financial asset returns and investors’ preferences,
and to the introduction of a greater degree of uncertanty about retirement
income.!?

Correlation between bond and stock returns. In all simulations so
far, the correlation between stock and bond returns is equal to p, = 0.2.
However, it is possible to broadly interpret "bonds" as a second risky asset

T All results are conditional on a replacement ratio of A = 0.68, and a correlation be-
tween stock and bond returns equal to py, = 0.2. The next subsection examines robustness
of our results to changes in these parameters.

12Detailed results are not reported for reasons of space but are available upon request
from the authors.

19



(or a basket of other risky securities). Thus, we also explored optimal asset
allocation profiles for stock-bond correlations ranging from py, = 0 to p,, =
0.6, the latter value being the observed correlation between returns on equity
REITs and stocks in the US (Fugazza, Guidolin and Nicodano 2009). This
exercise confirms our main conclusion that what drives the shape of life-
cycle portfolio shares is the interaction between risk aversion, background
risk, and the stock return-labour income correlation, with the stock-bond
returns correlation playing only a minor role. Specifically, conditional on the
levels of risk aversion and labour income risk, an increase in the stock-bond
returns correlation causes only a small increase in the threshold value of p
that generates an inverted age profile in the portfolio stock share, for given
positive risk premium on bonds. Indeed, the positive correlation between
stock returns and labour income makes the latter closer to an implicit holding
of stocks. This induces a young worker to invest in bonds as a hedge of labour
income shocks, when their returns are uncorrelated to returns on stocks;
clearly, this hedge is more attractive than the risk-free asset because of its
positive risk premium. When the stock-bond correlation p,;, increases, bonds
become more similar to stocks and therefore a worse hedge against labour
income shocks: this may keep a young worker invested in stocks or may
enlarge the portfolio share allocated to the risk-free asset earlier in life.'?

Risk aversion and intertemporal substitution. Power utility constrains
the degree of risk aversion to be inversely related to the elasticity of intertem-
poral substitution, both being governed by the same parameter . The re-
cursive intertemporal utility function of Epstein and Zin (1989) makes the
elasticity of intertemporal substitution independent of risk aversion, allowing
us to investigate the separate role of those preference parameters in determin-
ing the life-cycle profile of optimal portfolio shares. To this aim, we extended
the model of section 2 to Epstein-Zin preferences with elasticity of intertem-
poral substitution ranging from 0.1 to 0.5 for each value of risk aversion ~,
and both zero or positive values for the stock returns-labour income corre-
lation parameter p.y. Our results show that, although both risk aversion
and the elasticity of intertemporal substitution influence consumption and
wealth accumulation decisions, it is the degree of risk aversion which affects
the sign of the hedging component of optimal stock share, while the elastic-
ity of intertemporal substitution impacts only on its magnitude. The patters
of age profiles for optimal portfolio shares in stocks and bonds displayed in
Figure 6 are substantially confirmed, with a relatively higher share of stocks

130ur results are also robust to a different modification of the asset return structure,
namely a reduction of the return on the safe asset with unchanged risk premia on bonds
and stocks.
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during retirement, consistent with Cocco, Gomes and Maenhout (2005).'

Stochastic replacement rate. In our setup, with pensions being a fixed
proportion of permanent labour income in the final working period, uncer-
tainty over income in retirement is gradually resolved during working life. At
the retirement age the fixed replacement rate of A = 0.68 makes retirement
income certain. This assumption may underestimate the degree of uncer-
tainty over pensions both during working life and after retirement. In fact,
as suggested by the recent experience of a number of countries, important
changes in Social Security systems may occur and this very possibility can
affect investors’ consumption and portfolio allocation decisions throughout
their lifetime. We then recognize that Social Security reforms represent an
additional source of (retirement) income risk and model it as a stochastic
replacement rate.'®> To allow for a possible permanent large fall in pension
levels, we model the evolution over time of the replacement rate \; as a two-
state first-order Markov process: at each date ¢ during both working life and
retirement, )\, may take either a “high” value A = 0.68 (i.e. the status quo
ante pension reforms) or a “low” value A\’ = 0.40 (i.e. a substantially lower
level implied by the pension reform) with the following transition probability

matrix
p=| P Prm | _ 1 0

where p;; denotes the probability of being in state j starting from state ¢ in
the previous period, with 7,7 = L, H. We assume that, once implemented,
the reform results in a permanent cut of pension levels: hence the lower
replacement rate is an absorbing state and pr;, = 1. Moreover, we calibrate
the process to allow, in each period, for a small probability that a reform is
enacted and set the transition probability pyr = 0.04. When the investor
starts working life at age 20 her replacement rate is at the higher level A =
0.68; then, in each following year, with probability 0.96 no reforms in the
Social Security system occur and the replacement rate is unchanged, while
with probabiity 0.04 a reform cuts irreversibly her replacement rate to A =
0.40. Figure 7 displays optimal portfolio shares for stocks and bonds (directly
comparable to those of Figure 5) with a stochastic replacement rate in the
case of risk aversion v = 8 and stock return-labour income correlation p,y =
0.2. Our new simulations reveal that the optimal equity share falls, leaving
the inverted age profile during working life unaffected. Savings increase due
to higher uncertainty and financial wealth grows at all working ages: thus

14We also analyzed results based on two other values of the bequest intensity parameter
(b = 0 and b = 5). This marginally affects investments during working life, thus leaving
intact our insights concerning inverted life-cycle profiles.

15We owe this observation to the referee.
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the ratio of human to financial wealth falls, prompting the reduction in the
equity share. Moreover, the possibility of a fall in the replacement rate
even past retirement age implies that pension income is no longer riskless
for retirees, inducing a smaller portfolio rebalancing towards stocks at the
retirement date. Finally, the bond share decreases throughout the entire
investor’s working life, as the individual invests a larger porftolio share into
the riskless asset, confirming the age-dependent pattern obtained in the fixed
replacement rate case.

3.3.2 Ex-post optimal portfolio shares heterogeneity

So far, we discussed simulation results in terms of the median optimal port-
folio shares across the investors’ population for heterogeneous types of in-
vestors. However, in our framework the presence of idiosyncratic labour
income shocks may generate substantial ex-post heterogeneity in the pattern
of financial wealth accumulation over time, and consequently a potentially
wide dispersion of the optimal portfolio shares across individuals of the same
type and age but with different levels of accumulated wealth. The degree of
heterogeneity in portfolio choices is an important feature of life-cycle asset
allocation models for several reasons. First, it can help rationalize observed
investors’ behavior, which is characterized by a high degree of heterogeneity
both in stock market participation and in the distribution of portfolio shares
conditional on age (Gomes and Michaelides 2005; Benzoni, Collin-Dufresne
and Goldstein 2007). Second, the amount of heterogeneity of optimal asset
allocation may be relevant to the design of pension funds’ default investment
options, to be offered to different classes of investors. Therefore, we now fo-
cus on the features of the distribution of optimal portfolio shares across the
investors’ population, looking at the 5th and 95th percentiles of the cross-
sectional distributions conditional on age and type.

In the benchmark case displayed in Figure 3, the investor type is char-
acterized by moderate risk aversion (y = 5), labour income innovations un-
correlated with stock returns (p,, = 0) and “normal” background risk. The
distribution of optimal stock and bond shares is highly heterogeneous for
both workers and retirees, with the exception of young workers who invest
the entire portfolio in stocks to compensate for the relatively riskless nature
of their human capital. Heterogeneity of portfolio shares depends on the
shape and movements through age of the policy functions, relating portfolio
shares to the amount of resources available for investment (cash on hand),
portrayed in Figure 2 for our benchmark case. Given the investor’s age,
a relatively steep policy function implies that even small differences in the
level of accumulated wealth (the increasingly more important component of
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cash on hand) result in widely different asset allocation choices: this hap-
pens typically to young investors, who are in their initial stage of wealth
accumulation. When the amount of background risk is increased (Figure 3,
right column) larger savings and wealth accumulation push investors on the
flatter portion of their policy functions, determining a gradually decreasing
heterogeneity in optimal portfolio shares of shocks and bonds during their
working life. After retirement, investors start decumulating financial wealth
relatively slowly, due to the operative bequest motive, and move someway
toward the steeper portion of their relevant policy functions: therefore the
dispersion of optimal shares tends to widen again.

The pattern of decreasing ex-post heterogeneity in portfolio shares during
working life is enhanced when we shift to an investor type with positive
correlation between labour income shocks and stock returns (p,, = 0.2),
keeping risk aversion at the intermediate level v = 5. Figure 8 shows the
policy rules for selected investors’ ages (20, 30, 55 and 75) and the dispersion
of optimal stock and bond portfolio shares along the life cycle. In both labour
income risk scenarios, the distribution of portfolio shares shrinks rapidly
around the median value. In the "normal" variance scenario portrayed in
panel (a), the shape of the policy functions for 20-year old investors, who
start working life with relatively small cash on hand, determines the already
mentioned hump-shaped behavior of optimal portfolio shares. From the age
of 30 onwards, the policy functions are very close and flat, delivering more
similar asset allocation choices throughout the remaining part of working
life. After retirement, the different position and shape of the policy rules (as
shown for the 75-year old investor) determine an increase in the dispersion
of portfolio shares for both stocks and bonds around their median values.
When the background risk is larger, the shape of the policy functions for
investors in their working life changes dramatically, as shown in panel (b).
As regards to stocks, the policy rules for workers of any age are quite close
and display a positive slope only for relatively low values of cash on hand;
thereafter, they take a very flat shape. As a consequence, the optimal stock
share - conditional on wealth - increases for all investors in the early part of
their working life to remain constant from the age of 40 until retirement, with
a rather limited dispersion of stock allocation choices across the investors’
population. During retirement, policy rules become downward sloping and
steeper, determining a wider dispersion of optimal portfolio shares when
wealth is decumulated. Those patterns are mirrored by the policy rules and
portfolio shares for bonds.

The ex-post dispersion of optimal portfolio shares is further reduced when
the positive labour shock-stock return correlation interacts with a higher
degree of risk aversion (7 = 8), as displayed in Figure 9, where the policy
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rules and the quantiles of the share distributions are shown for stocks, bonds
and the riskless asset. Already in the "normal" background risk scenario,
policy rules for stocks do not vary through working age and become flat from
very low values of cash on hand: therefore, apart from very young investors,
almost no dispersion in optimal shares is obtained throughout working life.
This behavior is mirrored by the policy rules and portfolio shares for bonds
with one remarkable difference: during working life, the policy functions
become more steeply downward sloping from relatively high levels of cash on
hands, as wealthier investors sharply decrease their optimal bond portfolio
share over time in favour of the riskless asset. The resulting distribution
of bond shares until retirement is therefore strongly skewed towards lower
values. During retirement, the policy rules for both risky assets are relatively
steep only for small values of cash on hand, determining a limited dispersion
of optimal shares around median values.

The features of the policy rules just discussed are preserved when the
background risk is larger, as shown in panel (b) of Figure 9. The policy func-
tions for stocks do not vary through working age and become flat from very
low values of cash on hand, determining non-participation in the stock mar-
ket for the least wealthy (and youngest) investors and a narrow distribution
of optimal stock shares throughout working life. Also the policy functions
for bonds almost coincide for workers of different age, but their downward-
sloping shape now starts from relatively low values of cash on hand. As a
consequence, the reduction of the optimal bond portfolio share starts earlier
and continues smoothly throughout the entire investors’ working life, with a
broadly constant (and roughly symmetric) dispersion of bond shares across
the population. Such degree of heterogeneity is mirrored by the dispersion
of the portfolio shares of the riskless asset, which is now accumulated over
time also by young workers and even at relatively low levels of cash on hand.

3.3.3 Household portfolios and labour income risk: matching the
empirical regularities

The key implication of our model is that optimal investment profiles are sensi-
tive to parametric combinations, giving rise to heterogeneity in optimal asset
holdings within age groups. Heterogeneity in observed portfolio shares could
thus be explained by combinations of age, volatility of permanent labour
income shocks, their correlation with assets returns, and the degree of risk
aversion. In particular, relatively low (high) risk aversion and zero (positive)
correlations should lead to high (zero or low) equity portfolio shares when
young that decrease (increase or stay constant) as retirement approaches.
To the best of our knowledge, no empirical research addresses this possibility
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by interacting volatility, correlation and - where possible - measures of risk
aversion. This may explain why there is little consensus as to the sign of this
relationship, on top of the identification problem documented in Ameriks
and Zeldes (2004).'6

As regards to non-participation in the equity market, Haliassos and Michaelides
(2003) already pointed out the relevance of permanent rather than transitory
income shocks. They also realized that a positive correlation was essential,
but dismissed it as a plausible explanation on two grounds. First, early es-
timates attributed higher correlation to more educated groups and entrepre-
neurs, that are not the typical non-participants in the equity market. Recent
investigations by Angerer and Lam (2009) find instead positive correlation
between stock returns and labour income in a wide range of occupations such
as craftsman, operatives, managers and administrators, farm labourers, pri-
vate household workers and armed forces. As far as educational attainment is
considered, correlation is positive for certificates below a college degree. The
second reason for dismissing income shocks as a source of non-partcipation
was the absence of an alternative risky asset with positive risk premium: this
pushed up to 0.5 the correlation needed to achieve non-participation. In our
model it is sufficient to have a relatively small positive correlation between
permanent shocks to income and stock returns (0.2), which translates in
an even smaller correlation between total labour income and equity returns
(around 0.05). This is because risky bonds are better substitutes for equities
than cash.

Also Benzoni, Collin-Dufresne and Goldstein (BCG) (2007) argue for an
optimal inverted life cycle stock investment profile, with no participation
when young, as we do. The driver of the inversion in BCG lies in the long-run
relationship between labour income and stock markets. In particular, BCG
model labour income and stock dividends as cointegrated which implies that,
over the long term, their dynamics is tightly connected even though over the
short term their correlation may be weak due to temporaneous deviations

16 A downward sloping age profile for equities, both in raw data and in regression analy-
sis, appears in Bodie and Crane (1997) who investigate the asset allocation behavior across
stocks, cash and fixed income. The cross-sectional survey is restricted to TIAA-CREF par-
ticipants, who are predominantly employees of colleges and universities. On the contrary,
the regression coefficient of equity holdings as a share of liquid wealth on age is not sta-
tistically different from zero in the large Survey of Consumer Finance (Heaton and Lucas
2000). Ameriks and Zeldes (2004) find that equity ownership of TTAA-CREF participants
has a hump-shape pattern with age, while equity shares conditional on participation are
nearly constant across age groups. The inclusion of age and cohort effects leads to equity
portfolio shares that increase strongly with age. In Guiso, Jappelli and Terlizzese (1996),
age has again a hump-shaped effect on risky asset holdings.
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from their equilibrium relationship.!” The consequent high long-term labour
income-stock returns correlation faced by young investors makes their hu-
man capital effectively more "stock-like", implying a relatively low optimal
investment in stocks. As retirement approaches, the less tight short-term
dynamics in labour and stock markets prevails, resulting in a low correlation
between labour income and stocks, which makes human capital more "bond-
like" and motivates an optimal increase in stock investment. Thus, increased
risk taking as retirement approaches in BCG is not due to the resolution of
uncertainty concerning the level of future pension income, as suggested in
this paper.

The results of the sensitivity analysis summarized in Figure 6 showed that
both inverted age profiles of stock investment and non participation at all in
the stock market can be optimal for a wide range of parameter combinations.
In order to assess to what extent our model can contribute to explain observed
patterns of stock market participation rates and asset allocation conditional
on participation, we depart here from the representative agent framework
and allow for ez-ante differences, across the population of 10,000 simulated
investors, in risk aversion, background risk and labour income-stock return
correlation. In particular, we consider a population composed of three groups
of agents and evaluate how much heterogeneity among groups is needed to
match as closely as possible empirical life-cycle participation rates and con-
ditional stock holdings, as reported in the 2001 sample of the US Survey
of Consumer Finances (Gomes and Michaelides 2005). The first group, ac-
counting for 25% of the overall population, is made up of investors with
low risk aversion (7 = 2) and zero labour income-stock returns correlation,
whereas the second group, collecting another 25% of the population, features
an intermediate degree of risk aversion (v = 5) and a moderately positive
labour income-stock returns correlation (py,, = 0.2); both groups face a a
“normal” level of labour income shock variance. Finally, the remaining 50%
of the population is composed of more risk-averse investors (y = 8) with a
relatively higher labour income-stock returns correlation (p,, = 0.4) facing
a larger amount of background risk (the “high” variance scenario).

Figure 10 compares the average stock market participation rates (panel
(a)) and stock portfolio shares for stock market participants (panel (b)) for
different age classes obtained from our model with the corresponding US
SCF data. The model is able to closely match the observed life-cycle pattern
of equity portfolio shares conditional on participation, yielding an average

'"However, cointegration between labour income and stock dividends in BCD implies
a counterfactual one-to-one relationship between the volatilies of dividends and stock re-
turns.
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value over the whole life cycle of 50%, to be compared with 54.8% in the
data.'® Also the relatively modest participation rates during working years
in the data are well replicated by the model in the absence of any partici-
pation costs, yielding an average participation rate over the working life of
57%, in line with the observed value of around 50%. Only for retirees the
model counterfactually predicts full participation, whereas the observed rate
is about 40%.

4 Welfare costs of suboptimal asset alloca-
tions

Optimal asset allocation strategies tailor portfolio shares over the investor’s
life cycle to the characteristics of her labour income. In several instances, the
optimal strategies differ substantially from simple investment rules suggested
by pension funds and from popular financial advice, broadly sharing the
common feature of a decreasing age profile of investment in the riskier assets.
In order to provide a quantitative assessment of the welfare loss associated
with adopting such simpler rules instead of optimal life-cycle strategies, we
consider three alternative asset allocation patterns. The first is a typical “age
rule”, whereby the risky portfolio share is set at 100 minus the investor’s age
and equally allocated between stocks and bonds.! The second alternative
(denoted as “target-date fund (TDF) rule”) is designed to come closer to
actual strategic asset allocation patterns adopted by Target-Date Funds. As
shown in Figure 11, the stock portfolio share is set at 90% until the age of
40, is gradually decreased over the remaining working life up to 50% at the
retirement age (65), and is further reduced in the early retirement period to
reach a bottom of 30% at the age of 72. Over the same life span, the share of
bonds increases from 10% to 40% at 65 and further up to 45% at 72; finally,
the riskless asset is accumulated only in the final stage of the working life, to

18We focus on average values over the whole life cycle. As highlighted by Gomes and
Michaelides (2005), participation and conditional stock holding age profiles obtained from
the data are not robust to the cohort and time effects assumptions.

Tn a two-asset framework, including only a riskless asset and stocks, several variants
of the above "age rule" are adopted in the literature. For instance, Cocco, Gomes and
Maenhout (2005) consider a rule whereby the portfolio share of stocks is 100% until the
age of 40 and decreases linearly thereafter, to reach 50% at the age of 60. In Bodie
and Treussard (2007), the investor starts saving for retirement 40 years before the target
retirement date, setting the initial share of stocks at 80% and letting it fall to 40% at the
target date.
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reach a share of 10% at 65 and 25% at the age of 72.2° The third alternative
strategy fixes portfolio shares at 1/3 for each financial asset in our model:
this mirrors the “1/N” rule of DeMiguel, Garlappi and Uppal (2008), that
systematically outperforms several optimal asset allocation strategies in ex
post portfolio experiments.

The metric used to perform welfare comparisons is the standard consumption-
equivalent variation as in Cocco, Gomes and Maenhout (2005) and Winter,
Schlafmann and Rodepeter (2012): for each suboptimal asset allocation rule
we compute the percentage increase in consumption required by the investor
to obtain the same level of expected utility warranted by the optimal life-
cycle strategy.?! Table 1 shows the welfare losses associated with the three
suboptimal asset allocation rules for several combinations of inverstors’ risk
aversion, background risk, and correlation between innovations to labour in-
come and stock returns.

In the benchmark case of moderate risk aversion (v = 5), uncorrelated
labour income-stock return innovations (p,, = 0) and a “normal” level of
labour income shock variance, the “age rule” and the “1/3” strategies entail
losses in the range of 1-2% of life-time consumption, whereas investors fol-
lowing the TDF' rule lose only 0.1%. In this case, individuals adopting the
optimal investment strategy (as shown in Figure 3, left column), after a first
period of liquidity-constrained working life, start wealth accumulation with
a high share of stocks until the age of 40, and turn gradually to bonds as
their retirement date approaches. Among the alternative investment strate-
gies, the T'DF rule imposes an age profile of investment in stocks and bonds
which is closer to the optimal pattern than the other two alternatives, re-
sulting in a more limited welfare loss. Very similar results emerge when the
labour income-stock return correlation is set to the slightly higher value of
0.2.

When the “high” labour income shock variance scenario is considered,
larger welfare losses for all strategies are obtained and the relative perfor-
mance of the T'D F' rule depends on the magnitude of the labour income-stock

20Vanguard (2010) describes a broadly similar age profile for the strategic asset alloca-
tion of target-date funds, but with a richer asset class menu including US and international
stocks, US nominal investment-grade bonds, Treasury inflation-protected securities and
cash.

2IThe consumption-equivalent variation is obtained by simulating consumption and
wealth accumulation choices of 10,000 agents following the optimal asset allocation strat-
egy and each of the alternative (suboptimal) investment rules, and deriving the associated
expected discounted life-time utility levels. From the average expected discounted utility
across individuals, the constant consumption stream needed to compensate investors (in
each period and state) for the adoption of suboptimal strategies is computed using the
CRRA utility function.
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return correlation: if p,, = 0 the T'DF rule still outperforms alternative sub-
optimal strategies, whereas if p,, = 0.2 it yields the worst result with a
welfare loss of about 4%. In the latter case, as shown in the right column
of Figure 4, the optimal investment strategy displays an inverted age profile
for stocks, with investors entering the stock market only around the age of
25 and gradually increasing the stock share over time to reach 20% at the
age of 40 for the median investor. Instead, according to the T'DF' rule, the
stock share is kept at 90% until 40, and only slowly reduced thereafter. The
difference between the optimal strategy and the T'DF rule is enhanced when
a large amount of background risk and a moderately positive labour income-
stock return correlation are combined with a relatively higher degree of risk
aversion (7 = 8). In this case, according to the optimal life-cycle profile
(Figure 5, right column), the investor enters the stock market only in her
late 20s, increases the stock share up only to 15% at the age of 45, and keeps
it constant at that level over her remaining working life. Under the alterna-
tive TDF rule, the high risk and expected return on her financial portfolio
(with a 90% stock share over the first two decades of working life) induce the
investor to increase savings and wealth accumulation: consumption is there-
fore substantially lower than optimal over the first half of the working life,
determining a sizeable decrease in expected utility that is not compensated
by higher than optimal consumption levels over the remaining years of work
and during retirement. Such excessive saving and wealth accumulation under
the TDF rule yield a remarkably large welfare loss, in the range of 15-30%
of lifetime consumption, whereas the other suboptimal investment strategies
determine more limited welfare losses (1-3%).

Overall, the results of our welfare analysis show that investment strategies
that overlook labour income characteristics of pension plan participants may
entail substantial losses. In particular, the equally weighted (“1/3”) portfolio
rule performs better than the “age rule”, showing lower welfare losses for
most parameter combinations.?? Importantly, the magnitude of welfare losses
for both strategies amounts at most to 3% of life-time consumption. In
this respect, a “1/N” strategy, entailing portf