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Abstract

Imputation methods are often applied to study the consumption behaviour of households since

single datasets might not jointly contain detailed information on consumption, income and

wealth. For instance, administrative data based on tax records generally do not contain inform-

ation on consumption, while expenditure surveys might not include sufficiently rich income and

wealth data. Previous literature has imputed consumption with administrative data using the

household budget constraint. We present an alternative approach where expenditure surveys

are supplemented with income and wealth information from unlinkable administrative data us-

ing overlapping variables that are present in both datasets. We compare the two imputation

methods by exploiting a Dutch expenditure survey from 2015 in which households can be per-

fectly matched to administrative data. We demonstrate the value of our imputation approach

by studying the consumption behaviour of households and present evidence for heterogeneity in

the marginal propensity to consume out of income and housing wealth.
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1 Introduction

The consumption behaviour of households has received great attention in the recent macroeconomic

literature as a result of the financial crisis of 2008 and the coronavirus pandemic of 2020.1 Advances

in macroeconomic theory and numerical methods have popularised the use of heterogeneous agent

models which highlight the importance of the economic conditions that pertain to specific house-

holds (Kaplan & Violante, 2018). Central in these models is how heterogeneity in the marginal

propensity to consume across the income and wealth distribution translates into aggregate demand

and macroeconomic fluctuations. Empirically, however, the study of the consumption behaviour of

households is often troubled by data availability, where single datasets might not jointly contain

information on expenditures, income and wealth.2 For instance, the typically used expenditure sur-

veys might not include sufficiently rich income and wealth data, while administrative data based

on tax records generally do not contain information on consumption. In this paper, we use both an

expenditure survey and administrative data to study how the consumption of households in The

Netherlands reacts to (un)expected changes in disposable income and housing wealth. We approach

this question from two angles. Firstly, we supplement an expenditure survey with detailed income

and wealth information from unlinkable administrative data through matching based on variables

that are present in both datasets. Secondly, we impute consumption in the administrative data

by using the household budget constraint which implies that total consumption equals disposable

income minus the change in asset holdings. We exploit that the Dutch expenditure survey of 2015

allows for perfectly matching households with the administrative data to highlight the differences

between the two imputation methods.

Carroll et al. (2015) document that the popularity of the typically used expenditure surveys has

deteriorated over time due to issues such as the under reporting of expenditures (Heathcote et al.,

2010) and under representation of certain groups of households (Bee et al., 2013). Fagereng &

Halvorsen (2017) also highlight the problems of inconsistent measurement, changing variable defin-

itions, infrequent waves and the limited use of repeated cross sectional survey data. In reaction to
1See for instance Kaplan & Violante (2014) and Kaplan & Violante (2018).
2Jappelli & Pistaferri (2010) present an overview of the different empirical approaches in the literature.
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these limitations, a literature starting with Browning & Leth-Petersen (2003) has instead turned

to administrative data based on tax records which cover the entire population of households in a

true panel format. Disposable income and changes in asset holdings can be used to impute total

expenditures through the household budget constraint. The difficult element of this approach is

decomposing the changes in the value of owned assets into capital gains and changes in the stock

of a given asset. Gains and losses do not reflect consumption, while the purchase (sale) of stocks

or bonds reduces (increases) consumption. Koijen et al. (2014) and Kolsrud et al. (2019) use

Swedish administrative data and can reliably distinguish capital gains from changes in positions

due to a wealth tax that requires households to report their holdings of financial instruments. As

a result, they can calculate household-specific returns on asset portfolios and impute consumption

with reasonable accuracy.3 Furthermore, the Swedish Household Budget Survey (HBS) can per-

fectly match households to the administrative data and thus the consumption measures from both

datasets can be directly compared. Koijen et al. (2014) conclude that the imputation method is

promising. Kreiner et al. (2014) and Abildgren et al. (2018) employ a similar strategy using Danish

administrative data and compare the imputation with consumption reported in the Danish Family

expenditure survey (DES).

However, the availability of datasets and the possibility to link households across expenditure sur-

veys and administrative data might not be as perfect in other countries as it is in these Scandinavian

countries. We consider less ideal circumstances: administrative data from The Netherlands is avail-

able from 2011-2018, while the Dutch expenditure survey (Budgetonderzoek) was only conducted

in 2012, 2013 and 2015. Unfortunately, just the expenditure survey wave of 2015 is linkable to

the administrative data (so that the expenditure surveys of 2012 and 2013 lack information on im-

portant income and wealth variables) and the administrative data does not admit the calculation

of household-specific returns on asset portfolios. It is therefore challenging to make use of the ex-

penditure survey, but also the imputation method introduced by Browning & Leth-Petersen (2003)
3Other similar examples from the literature include Baker et al. (2018) and Eika et al. (2020) who improve the

consumption imputation from the household budget constraint through access of the specific financial and real estate
asset holdings of individual households. They show that without this information the measurement error in imputed
consumption can be sizeable due to intra-year changes in asset values and composition as a result of trading costs,
asset distributions, variable trade timing and volatile asset prices between two annual snapshots.
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is less precise. In this paper we compare the imputation errors from both imputation techniques

by leveraging the link of the expenditure survey of 2015 with the administrative data.

To make use of the expenditure survey, we enrich the income and wealth data by matching house-

holds on variables (such as municipality, household composition, primary source of income, age

and income) that overlap between the administrative data and expenditure survey. If multiple

households from the administrative data are matched to one household in the expenditure survey,

we set the value of the variable of interest equal to the mean of the values for the matched house-

holds in the administrative data. This approach differs from the regression prediction popularised

by Skinner (1987), who uses the Consumer Expenditure Survey (CEX) to impute a more reliable

estimate of household consumption into the Panel Study of Income Dynamics (PSID). With regres-

sion prediction, a dependent variable is regressed on independent variables that are common to both

datasets and then the regression estimates are used to predict the values of the dependent variable

that is missing in the main dataset. Since households present in the expenditure survey should

in principle be in the administrative data as well (which is unlikely to be the case when imputing

from the CEX into the PSID) and since the set of overlapping variables contain highly specific

information about the household, we do not estimate an overall regression model but instead try to

identify specific households instead. We show that our approach correctly identifies roughly 60-70%

of the households from the expenditure survey in the administrative data, that each household in

the expenditure survey is matched to only a handful of households in the administrative data, that

imputation errors are relatively small, and that there is no selection effect in the type of households

that are matched across the two data sources. This highlights that our method of enriching surveys

using other unlinkable data sources has potentially wider applicability.

We contrast these findings using the expenditure survey with the results that materialise when we

apply the imputation approach of Browning & Leth-Petersen (2003) to the Dutch administrative

data from 2011-2018. We follow the work of Ji et al. (2019) (who use the same data source) to

estimate changes in asset holdings and impute household consumption. For most households the

budget constraint approach is in line with the consumption reported in the expenditure survey.

However, the imputation error is larger for richer, wealthier, home owning and older households

4



(i.e., those households with more sophisticated balance sheets) even after correcting for income.4

Another noteworthy discrepancy between the reported consumption in the expenditure survey and

the imputed consumption is the fact that implied saving rates are vastly different. The annual

snapshots of asset holdings suggest that about 40% of the households in the expenditure survey

consume between 90% and 110% of their disposable income per year, while this is only about 10%

of the households using the actually reported consumption measure in the expenditure survey. The

budget constraint approach thus severely overestimates the number of households that consume

in a hand-to-mouth fashion and this is likely to affect the findings of studies linking liquidity to

household consumption.

To assess the practical limits of each imputation method further, we study the relation between

household consumption and disposable income and housing wealth. Inspired by Campbell & Cocco

(2007) we estimate Euler equation-style regression models and evaluate possible heterogeneity in

the consumption responses by interacting the effect of changes in disposable income and housing

wealth with indicators of liquidity, leverage and pension pressure. Our aim here is modest. While

the channels of balance sheet effects on household consumption behaviour has been studied ex-

tensively and with rich methodologies5, we restrict ourselves to rather unsophisticated empirical

methods so that the two imputation techniques can still be directly compared. The symmetrical

comparison is constrained by the poorest dataset and the lack of waves in the expenditure survey

rules out the application of more cutting edge techniques. Additionally, Browning et al. (2013)

point out the limited interpretability of the regression coefficients for the marginal propensity to

consume out of income with the budget constraint imputation. Because imputed consumption is

a generated regressor that is linear in disposable income through the household budget constraint,

multicollinearity is a concern.

We contribute to the vast literature on the role of liquidity and leverage for household consumption

behaviour by pointing towards the potential influence of the Dutch pension system. If households

in The Netherlands face borrowing constraints their consumption behaviour could not be in line
4This is in line with the findings of Baker et al. (2018).
5Often cited references include Mian & Sufi (2011), Cooper (2013), Bunn & Rostom (2015) and Mian et al. (2013).
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with the permanent income hypothesis as they might not be able to borrow in anticipation of,

for example, an income increase. The Dutch pension system likely exacerbates such constraints,

because most wage earners are required to participate in a pension fund scheme where their man-

datory contribution payments scale with income. While we find that lower paid, younger, single

and renting Dutch households hold low levels of liquidity, we document that a considerable fraction

of higher paid and older households jointly face low levels of liquidity and high mandatory pension

contributions. The mandatory pension fund scheme thus implies that many Dutch households hold

low levels of liquidity and that they invest primarily in two asset types that are highly illiquid

by nature: housing and pension funds. We show that while many Dutch households in the upper

quintiles of the income distribution have low levels of liquidity, high mortgage indebtedness and

high mandatory pension contributions, most of these households belong to the lower quintiles of

the net wealth distribution. This could dampen their ability to smooth out shocks and make their

consumption behaviour particularly sensitive to changes in their disposable income and the value

of their house.

To make use of the expenditure survey, we have to condense the three repeated cross sections into

a pseudo-panel as in Deaton (1985) so that we can estimate the regression models of Campbell &

Cocco (2007) in which changes in disposable income and housing wealth affect household consump-

tion. We find evidence for a housing wealth effect.6 Thanks to the imputed information on saving

accounts, mortgage debt and mandatory pension contributions we can asses the heterogeneity in

consumption responses across the distribution of liquidity, leverage and pension pressure. We find

that households with less liquidity, more leverage and higher mandatory pension contributions re-

spond more strongly to changes in disposable income and housing wealth. This is in line with

the results of Bijlsma & Mocking (2017), Ji et al. (2019) and Zhang (2019) who also look at the

consumption behaviour of Dutch households.7 Our findings with the budget constraint imputation
6As in Browning et al. (2013), we estimate an AR(1)-process for house prices at the level of Dutch municipalities

to decompose the changes in housing wealth into expected and unexpected parts. We find that the process is non-
stationary during our sample period and thus cautiously interpret our results as a positive marginal propensity to
consume out of unexpected changes to housing wealth.

7There are some important methodological differences, however. Bijlsma & Mocking (2017) estimate regressions
whose functional form is most similar to ours, but their dependent variable is not the change in imputed consumption
but the change in savings on bank accounts and the value of the outstanding mortgage. Ji et al. (2019) and Zhang
(2019) study the relation between consumption and housing wealth with a functional form in levels like Attanasio
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are different, however. The regressions do indicate higher marginal propensities to consume out of

income for liquidity constrained households, but a similar or slightly smaller marginal propensity

for highly leveraged or pension pressured households compared to unconstrained households. Fur-

thermore, we do not find an overall housing wealth effect but an effect that is concentrated amongst

the liquidity constrained households. This result is at odds with Ji et al. (2019) who use the same

dataset but with a sample period surrounding the financial crisis of 2008. They find no role for

liquidity constraints and instead emphasize the importance of mortgage indebtedness. This sug-

gests that the nature of the housing wealth effect varies throughout the business cycle8, but the

different findings could also stem from the fact that the consumption imputation implies that too

many Dutch households are hand-to-mouth consumers. It is thus difficult to reconcile the regression

results between the two imputation approaches and with the existing literature that has studied

the same population with different methodologies and data coverage.

This paper is structured as follows. Section 2 describes the Dutch administrative data and ex-

penditure survey, and briefly outlines their shortcomings and the applied imputation methods.

Section 3 presents an overview of the general regression framework. Sections 4 and 5 evaluate the

fit of the two imputation methods by exploiting the perfect link between the administrative data

and the expenditure survey of 2015. These sections also present regression results and robustness

checks. Section 7 concludes with a discussion and comparison of the two imputation methods and

the accompanying empirical results.

et al. (2009), whose difference with Campbell & Cocco (2007) has been studied extensively by Cristini & Sevilla
(2014).

8Statistics Netherlands has revised the measurement of household and personal income in 2011 so that the data
from pre-2011 and post-2011 are not directly comparable. Additionally, Statistics Netherlands has placed the data
with different measurement methodologies in two separate datasets. Due to budgetary constraints, we only have
access to the data from 2011 onwards.
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2 Data

2.1 Administrative data

Administrative data on the income and wealth of the entire population of Dutch households is

collected by Statistics Netherlands (CBS) using tax returns. The available data is split up in

multiple datasets, which we bring together in one dataset comprising of income, wealth and house-

hold characteristics. The first dataset contains detailed information on the earned income, paid

taxes, received benefits and social security contributions of individuals, while the second contains

these variables aggregated at the household level. The third includes the bestowals and bequests

of receiving and granting individuals that exceed a taxable threshold. The fourth comprises data

on the assets (bank account balances, stocks and bonds, real estate, privately owned firms, and

miscellaneous assets) and liabilities (mortgage, student, and other debt) of households. Thanks to

unique identifiers for households and individuals we can determine the household membership of

each individual. While income information is available at both the individual and household level,

wealth information is only available at the household level. As such, our unit of observation is

the household. Each household is assigned a household head based on the socioeconomic status

of its members.9 Lastly, household characteristics (age of the household head, household compos-

ition, main income source of the household head, homeownership status) and residential location

(municipality code) are available from municipality administration data. The aforementioned vari-

ables are consistently measured and available to us from 2011-2018.10 Due to memory capacity

constraints on the virtual network of Statistics Netherlands, we randomly select one million (about

15% of the entire population of) Dutch household heads in the year 2011. To accommodate the

failure and creation of households, we follow the selected household heads from 2011 through 2018

and record the income and wealth information of the households of which it is a member.
9Generally, the individual with the highest income is identified as the household head.

10Unfortunately, the data on bestowals and bequests are only available until 2016.
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2.2 Expenditure survey

Statistics Netherlands has conducted an expenditure survey since 1978, but its design has under-

gone significant changes throughout the past decades. As a result, the expenditure surveys from

1978-2004, 2005-2010 and 2012 onwards are incomparable. The most recent design has conducted

waves in 2012, 2013 and 2015 with minor changes in methodology.11 Randomly selected house-

holds are invited by mail and telephone to keep track of their spending behaviour.12 Participating

households record all purchases of goods and services above 20 euros for four weeks in an online

diary and during one of the four weeks they also record purchases below 20 euros. Expenditures

are aggregated using the ECOICOP (European Classification of Individual Consumption accord-

ing to Purpose) classification of Eurostat. Households also fill in a questionnaire about frequently

recurring expenditures and household characteristics. In 2015, households were additionally asked

to report large purchases and holiday spending throughout the year. Statistics Netherlands verifies

the internal consistency and completeness of the responses and supplements them with income in-

formation from the administrative data mentioned above. Households are rewarded with a voucher

of 5 euros upon the start of the survey and receive an additional voucher of 30 euros upon its

completion. Furthermore, households are presented with an overview of their responses together

with a report on how theirs compare to the other responses of the survey wave. The waves of 2012

and 2013 had a similar sample size of respectively 6,003 and 4,914 participating households, but the

wave of 2015 had a significantly larger sample of 14,050 households.13 While Statistics Netherlands

could perfectly link participating households to the administrative data at the time of conducting

the expenditure survey, the unique identifiers of participating households are only available to the

researcher for the wave of 2015 and not for 2012 and 2013.
11From 2015 onwards, the expenditure survey will be conducted every five years.
12Statistics Netherlands applies stratified two-step sampling of addresses present in municipality administration

data. In the first step submunicipalities are randomly sampled, where the sample probabilities are proportional to
the number of addresses in each submunicipality. In the second step one household is contacted from each selected
submunicipality. In 2015, a total of 91,190 households were selected, yielding a response rate of about 16%.

13Out of the 14,408 households surveyed in 2015, 358 could not be linked with the administrative data.
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2.3 Description of the two imputation strategies

Neither the administrative data or expenditure survey allow for the analysis of household con-

sumption behaviour without the application of imputation methods. While the administrative

data contains detailed information on household income and wealth, a measure of consumption

is absent. Browning & Leth-Petersen (2003) show that the household budget constraint can be

invoked to obtain a measure of consumption: ci,t = yi,t −∆wi,t, where ci,t is total consumption of

household i during period t, yi,t is household disposable income and ∆wi,t is the change in house-

hold net financial wealth between the start of period t and t + 1. Since our administrative data

records the value of the assets and liabilities of households at a specific point in time, changes in

values have to be decomposed into capital gains and changes in stocks. Gains and losses, as well

as bestowals and bequests, do not reflect consumption, while changes in stocks do. Thus, it is

paramount that this decomposition can be precisely calculated. Note that the resulting measure of

consumption does not allow for a separation of spending on durable and non-durable goods. This

is problematic because spending on durable goods does not equate the flow of consumption services

derived from them. This limitation implies an overestimation of consumption in periods of large

spending on durable goods and an underestimation in subsequent periods. Using this imputation

method, we obtain a true panel dataset on consumption, income and wealth for a large number of

Dutch households.

The expenditure survey contains detailed information on household consumption, but data on

income and wealth is scarce. Since the waves of 2012 and 2013 are not linkable to the administrative

data, we impute the values of the missing variables of interest by matching households in the

expenditure survey to households in the administrative data using variables that are present in

both datasets. With overlapping variables such as as municipality, household composition, primary

source of income, age and income we can identify the households in the administrative data that are

similar to each household in the expenditure survey. If multiple ’administrative data households’

are matched to one ’expenditure survey household’, we set the value of the variable of interest for

the ’expenditure survey household’ equal to the mean of the values for the matched ’administrative

data households’. Because for each wave a new random sample of Dutch households is drawn, we
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cannot follow specific households over time. In order to make use of the repeated cross sectional

expenditure survey, we thus have to resort to the pseudo-panel cohort methods introduced by

Deaton (1985). A cohort is defined as a group of households with fixed membership (such as birth

year) that can be tracked over time. Any linear relationship that holds at the level of individual

households will also pertain to the cohorts, with cohort means replacing individual observations. As

such, the two imputation approaches result in regression models with different units of observation:

the consumption imputation is a true panel of households, while the income and wealth imputation

is a pseudo-panel of cohorts of households.

Thanks to the fact that the expenditure survey of 2015 is linked to the administrative data, we

can carefully assess the success of both imputation methods. In section 4 we will compare different

sets of matching variables and cohort definitions in terms of sample selection and accuracy of

imputed values for income and wealth. In section 5 we will compare the imputed measure of total

consumption to the survey measure.

3 General regression framework

While the precise empirical framework differs slightly between the two imputation methods, we

generally examine the relationship between household consumption, income and housing wealth by

estimating the following regression equation:

∆ci,t = αi + β1∆yi,t + β2∆hi,t + β3Zi,t + εi,t, (1)

where the subscript i denotes the cohort in the pseudo-panel analysis of the first imputation method

and the household in the true panel analysis of the second imputation method. With the first

imputation method, ∆ci,t = ln(ci,t) − ln(ci,t−1) is real non-durable consumption growth, while it

denotes real total consumption growth in the second imputation method. ∆yi,t = ln(yi,t)−ln(yi,t−1)

is real disposable income growth, ∆hi,t = ln(hi,t)− ln(hi,t−1) is real house price growth, and Zi,t is

a vector of control variables (such as the real interest rate, household or cohort characteristics, and

year dummies). Disposable income is calculated by adding up the earnings from (self-)employed
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labour, fiscal transfers and capital for all members of the household and by subtracting the sum of

paid taxes on income and wealth, unemployment, disability, old age and health insurance premiums,

and transfers to other households. House prices in period t are assessed annually on January 1st of

period t+1 by municipalities and used in the determination of income, water authority, and property

taxes. While we could set hi,t to the appraised value in period t+1, we elect to set it instead to the

appraised value in period t since it acts as an important frame of reference for households. Nominal

values are deflated using the Dutch consumer price index. The regression specification is modelled

after the Euler equation model of Campbell & Cocco (2007) and estimated as a fixed effects model

with standard errors that are corrected for both serial correlation and heteroscedasticity.14

To evaluate possible heterogeneity in the consumption responses and to assess the practical limits

of each imputation method, we interact ∆yi,t and ∆hi,t with indicators of household homeowner-

ship status, liquidity, leverage and pension contribution pressure.15 These four variables will be

inserted as dummy variables. Homeownership status indicates whether the household is a renter

or homeowner. It will be used in section 4 to verify that homeowners react to developments in

the value of the house in which they live and that renters do not. Liquidity identifies whether

the bank account balances of the household amount to less than its monthly income before tax.

This will indicate whether consumption responses are particularly sizeable for households that have

relatively little liquidity. Leverage specifies whether the outstanding mortgage is higher than the

value of the house in which the household lives. Households might respond differently to changes

in income and house value if their house is virtually under water. In The Netherlands, most wage

earners are required to participate in a pension fund scheme. The contribution rate is not linear

in income, but linear in the pension basis. The pension basis is defined as the part of income that

exceeds a threshold of roughly 15,000 euros, which is based on the Pay-As-You-Go benefits that a
14Because the imputation methods give rise to generated regressors, we also run the regressions with bootstrapped

standard errors as in Browning et al. (2013). We find that the resulting standard errors are comparable to the robust
standard errors reported here.

15It should be noted that the regression coefficients do not permit the interpretation of marginal propensities to
consume as in lifecycle models such as Kaplan & Violante (2014). In these models, the marginal propensity to
consume refers to the consumption response to unanticipated changes in income or wealth, whereas in this empirical
exercise we do not - as a baseline - decompose changes in disposable income or housing wealth into anticipated and
unanticipated components. We do provide some evidence below along the lines of Browning et al. (2013) that house
prices at the level of Dutch municipalities have been non-stationary during our sample period and thus cautiously
interpret β2 as the marginal propensity to consume out of unexpected changes to housing wealth.
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Variable Subgroup Population Unconstrained Liquidity Leverage Pension
pressure Jointly

Disposable
income

1st quintile 20.0% 60.2% 38.3% 2.4% 0.2% 0.0%
2nd quintile 20.0% 65.4% 30.2% 6.4% 1.8% 0.1%
3rd quintile 20.0% 55.8% 31.1% 19.7% 5.7% 0.9%
4th quintile 20.0% 46.8% 28.3% 31.7% 14.8% 2.6%
5th quintile 20.0% 44.6% 20.7% 33.9% 25.1% 3.5%

Net wealth

1st quintile 20.0% 8.4% 59.1% 63.9% 17.2% 6.6%
2nd quintile 20.0% 36.7% 56.7% 6.7% 4.1% 0.2%
3rd quintile 20.0% 69.0% 13.2% 12.9% 10.6% 0.1%
4th quintile 20.0% 73.8% 13.2% 6.2% 10.3% 0.2%
5th quintile 20.0% 84.9% 6.6% 4.4% 5.5% 0.0%

Age bracket

≤ 30 4.7% 41.4% 44.6% 19.3% 9.2% 1.0%
31-40 14.0% 24.1% 43.0% 46.1% 16.9% 3.3%
41-50 19.6% 36.1% 36.4% 34.3% 16.2% 2.7%
51-64 30.8% 52.8% 31.2% 14.4% 12.8% 1.3%
≥ 65 30.9% 83.1% 15.3% 2.2% 0.1% 0.0%

Household
composition

Single 34.8% 57.6% 32.5% 10.9% 8.5% 1.1%
Couple w/o children 29.1% 66.2% 21.3% 13.8% 7.9% 1.0%
Couple w/ children 27.7% 40.6% 30.5% 36.7% 14.5% 2.4%

Single parent 6.6% 43.1% 45.7% 12.2% 8.6% 1.0%
Other 1.7% 48.6% 34.2% 24.1% 6.5% 1.0%

Primary
source of
income

Wage 52.6% 40.7% 32.8% 30.6% 18.1% 2.7%
Self-employed 6.1% 54.4% 29.9% 23.7% 0.0% 0.0%

Pension 30.1% 83.4% 15.1% 2.2% 0.0% 0.0%
Benefits 10.4% 39.5% 57.8% 5.5% 0.0% 0.0%
Wealth 0.7% 85.9% 9.2% 6.9% 0.0% 0.0%

Homeownership
status

Homeowner 60.9% 53.7% 22.1% 31.0% 13.2% 2.4%
Renter 39.1% 55.9% 41.7% 0.0% 4.0% 0.0%

Total 54.6% 29.8% 18.8% 9.5% 1.4%

Table 1: Constraints faced by the universe of Dutch households in 2015, stratified by various cat-
egorical variables. Population denotes the fraction of the Subgroup in the universe of households.
The latter five columns indicate the proportion of households in the Subgroup that, respectively, are
not constrained at all, have little liquidity, have a mortgage that exceeds their house value, face a
high mandatory pension fund contribution pressure, and are jointly constrained in all three categor-
ies. Some cells are empty because only wage earners face mandatory pension fund contributions
and renters do not have leverage.
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pensioner receives, and is capped at an upper limit of roughly 110,000 euros. Effective contribution

rates on the household level can thus vary further due to differences in household composition and

sources of income. If liquidity is a concern for the consumption behaviour of households, then

high mandatory pension contributions could be a constraining force. In the upcoming analyses,

pension contribution pressure is calculated as the ratio between the mandatory contributions to

a pension fund scheme and household income before tax. A household is denoted to have a high

pension contribution pressure if its value is in the top quartile of the pension contribution pressure

distribution.

Table 1 depicts how the universe of Dutch households in 2015 is divided by the different indicators

along various household characteristics. While lower paid, younger, single and renting households

tend to be primarily liquidity constrained, a considerable fraction of higher paid and older house-

holds is either liquidity, leverage and pension fund constrained, or even jointly constrained in these

three categories. These different households, however, are primarily concentrated in the lowest two

quintiles of the net wealth distribution. Despite their high incomes, there are numerous households

that are in the lowest quintile of the net wealth distribution and jointly constrained in terms of

liquidity, leverage and pension contribution pressure. While various heterogeneous agent models

of household finance give rise to a liquidity constrained lower class that exhibits high marginal

propensities to consume out of income and wealth, the high mandatory pension fund contributions

and tax deductibility of interest rate payments on mortgages decreases the liquidity and increases

the mortgage indebtedness of many relatively high paid Dutch households. The consumption be-

haviour of this subgroup might have sizeable implications on an aggregated level.

4 Imputation of income and wealth in expenditure survey

4.1 Imputation evaluation

To match ’expenditure survey households’ (henceforth: ES households) to ’administrative data

households’ (henceforth AD households), we exploit the overlap of various variables in both datasets.

These matching variables cover household characteristics, residential situation, income and housing
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Variable Percent overlap
Household composition 92.7%
Homeownership status 99.1%
Primary source of income 98.6%
Age cohort (with bands of 5 years) 80.9%
Household size 90.5%
Municipality code 98.3%
Income before tax +/- 5% 86.1%
Value of residential location +/- 10% 96.5%
Paid interest on mortgage +/- 25% 96.3%

Table 2: Percentage of overlap for the available matching variables between the expenditure survey
and the administrative data in 2015. Continuous variables have +/- x% bandwidths associated with
them.

wealth. We match exactly on categorical variables and with bandwidths on continuous variables.

The values for these matching variables would ideally overlap between the two datasets, but table

2 indicates that this is not always the case.16 Differences can arise when the household fills in the

expenditure survey differently to what the tax authority observes at the end of the calendar year.

On the whole, we judge that there is considerable overlap.

In choosing the set of matching variables we balance the amount of ES households that can be linked

to at least one similar AD household against the degree of similarity between the ES household

and the matched AD households. As a baseline - which we call matching set Micro - we use the

variables and bandwidths of table 2, but we also consider the following three matching sets: 1.

Nano: same as Micro, but with a bandwidth of +/- 2.5% on income before tax, 2. Meso: same

as Micro, but with a bandwidth of +/- 10% on income before tax, 3. Macro: same as Meso, but

without using the value of residential location and without paid interest on mortgage. For 2012

and 2013 the variable paid interest on mortgage is not available, but we can use the value of the

outstanding mortgage instead. Table 3 depicts the matching results for 2012, 2013 and 2015. As

the matching set becomes wider, more ES households are coupled with at least one AD household

and in roughly two thirds of the cases there is a correct match, but the average and median number

of AD households per ES household also goes up. There is a distinct dissimilarity between the
16Surprisingly, the age variable has the fewest overlap, which could be due to a discrepancy between which household

member is the assigned household head in the two datasets.
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Year Matching set
Fraction of ES

households matched
Percentage of
correct matches

Average number of
AD households per

ES household

Median number of
AD households per

ES household

2012

Nano 46.9% 17.5 3
Micro 62.6% 26.1 3
Meso 76.9% 41.9 4
Macro 92.9% 74.3 24

2013

Nano 48.0% 19.7 3
Micro 63.0% 29.6 3
Meso 76.0% 47.8 4
Macro 93.4% 83.0 27

2015

Nano 75.7% 62.4% 10.8 1
Micro 79.9% 64.6% 19.4 2
Meso 83.8% 66.0% 35.2 3
Macro 96.4% 68.0% 70.8 25

Table 3: Matching results for 2012, 2013 and 2015 with the four different matching sets. The
second column indicates the fraction of households in the expenditure survey that can be matched
to at least one AD household and the third column shows the percentage of cases in which the
actual ES household is amongst the matched AD households. Since the expenditure survey is not
linkable to the administrative data in 2012 and 2013, we cannot calculate the fraction of correct
matches for these years. The survey of 2012 contains 6,003 households, of 2013 contains 4,914
households and of 2015 contains 14,050 households.
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matching results for 2012 and 2013 and the matching results for 2015, which likely stems from

differences in survey methodology.

To complete the imputation, we set the value of the variables to be imputed for the ES household

equal to the mean of the values for the matched AD households. Using the linkability between the

expenditure survey of 2015 and the administrative data, table 4 depicts the distribution of absolute

differences between the true and imputed value for variables that were not a part of the matching set.

The large means and small medians show that the distribution has fat tails: the largest matching

errors occur when an ES household is matched to few AD households and at least one of those AD

households is vastly different.17 This is especially pressing for the bank account balances and the

corresponding measure of liquidity. Because income before tax, paid interest on mortgage and house

value are part of the narrow matching sets, the errors for disposable income, mandatory pension

fund contribution, value of outstanding mortgage and the corresponding measure of leverage are

modest.

Another concern is whether the matching approach gives rise to a selection effect in the sample,

since it could be that ES households with certain characteristics are more easily matched to AD

households. Figures A1 and A2 present an overview of histograms for the entire sample of the

expenditure survey of 2015 and for the remaining sample after matching. We observe neither a

selection effect for the matching variables or for variables outside of the matching set.

4.2 Regression results

At this stage we have applied the matching set Micro to impute the values of variables of interest

that are missing in the expenditure survey of 2012 and 2013. However, since the expenditure survey

is a repeated cross section, we cannot use the resulting sample to estimate regression equation (1).

We apply the pseudo-panel cohort methods pioneered by Deaton (1985) to further reduce the sample

from individual households to cohorts of households. A cohort is defined as a group of households

with fixed membership (such as birth year) that can be tracked over time. Any linear relationship
17We have experimented with imputing using the median of the values for the matched AD households. This

suppresses the fat tails, but increases the average and median absolute error.
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Variable Matching set Mean Median p95

Disposable income

Nano 1,589 97 5,589
Micro 1,618 325 7,100
Meso 2,039 615 8,470
Macro 3,523 1,282 15,104

Bank account balances

Nano 14,497 879 68,960
Micro 17,758 3,554 76,833
Meso 21,454 6,296 89,858
Macro 40,756 18,271 147,222

Value of outstanding mortgage

Nano 8,831 0 48,328
Micro 11,608 0 58,607
Meso 14,649 435 68,299
Macro 56,236 32,634 189,759

Mandatory pension fund contributions

Nano 172 0 987
Micro 216 0 1,139
Meso 261 0 1,296
Macro 408 145 1,706

Liquidity (bank account balances/income
before tax)

Nano 0.26 0.03 1.19
Micro 0.30 0.07 1.25
Meso 0.35 0.11 1.41
Macro 0.56 0.26 1.84

Leverage (value of outstanding
mortgage/value of house)

Nano 0.04 0 0.23
Micro 0.05 0 0.26
Meso 0.07 0 0.30
Macro 0.23 0.15 0.74

Pension fund contribution pressure
(mandatory pension fund
contributions/income before tax)

Nano 0.2% 0.002% 1.1%
Micro 0.3% 0.003% 1.3%
Meso 0.3% 0.004% 1.4%
Macro 0.4% 0.17% 1.6%

Table 4: Distribution of absolute differences between true and imputed values for the non-targeted
variables and for various matching sets. The imputed values are obtained by averaging the values
for the matched AD households. The absolute differences are calculated by exploiting that the
expenditure survey of 2015 is linkable to the administrative data.
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Variable 2012-2013 2013-2015 2012-2015
Household composition 92.1% 88.3% 84.3%
Primary source of income 93.7% 90.3% 87.7%
Homeownership status 98.2% 96.8% 95.6%
Municipality of residential location 97.6% 94.9% 93.0%
Liquidity dummy 86.4% 84.0% 83.8%
Leverage dummy 93.6% 93.9% 92.0%
Pension contribution pressure dummy 96.8% 88.8% 88.5%

Table 5: Percentage of households in the administrative data for which the value of various
variables is the same from 2012 to 2013, 2013 to 2015 and 2012 to 2015 (based on 6,165,472
households).

that holds at the level of individual households will also pertain to the cohorts, with cohort means

replacing individual observations. This approach is typically applied when the expenditure survey

spans many periods. For instance, Campbell & Cocco (2007) have access to the quarterly conducted

family expenditure survey (FES) of the United Kingdom from 1988 to 2000. The construction of

cohorts is met with a trade-off between an accurate approximation of the cohort means and the

loss of observations. Campbell & Cocco (2007) start with approximately 91,000 observations, but

due to narrowly defining cohorts based on birth year cohorts, homeownership status and regions of

residential location greatly reduce the number of available observations.

Our pseudo-panel sample spans only two periods: the change from 2012 to 2013 and the change

from 2013 to 2015. As such, we elect to use a richer set of cohort variables with relatively fixed

membership so that enough observations remain to estimate regression equation (1). In the baseline

regressions, we use birth year cohort (with intervals of 5 years yielding 16 separate groups), urbanity

of residential location (5 groups ranging from not urban to very urban), household composition (5

groups from singles to partners with and without children), primary source of income (5 groups

with wage, self-employed, pension, benefits and wealth) and homeownership status (2 groups with

renters and homeowners). On top of this, we need to add the liquidity, leverage and pension

contribution pressure dummies mentioned in section 3 as cohort variables to be able to use them in

regression equation (1). Table 5 shows that membership of each of these categorical cohort variables

is considerably stable for the universe of Dutch households. Regression tables will show not only

the amount of observations used, but also the average amount of households per cohort cell. Note,
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however, that there is considerably heterogeneity in the cell sizes across different cohorts. Some

combinations of the cohort variable values arise often, while others are relatively obscure.18 For

instance, there are no young households with pension earnings as primary source of income. We

start with a regression model that most closely resembles the baseline regression of Campbell &

Cocco (2007). We only use birth year groups and homeownership status as cohort variables so that

relatively few (61) observations remain with a large average cell size (227). Control variables, besides

year dummies and cohort fixed effects, include the real interest rate, the change in the average

age of the cohort and the change in the average family size of the cohort. The homeownership

indicator is interacted with the growth rate of the house value. Regression (i) of table 6 shows

that qualitatively the results are in line with Campbell & Cocco (2007). Household consumption

responds strongly to changes in disposable income, while only homeowners strongly respond to

changes in the value of their residential location. A similar pattern emerges in regression (ii) where

the cohort set includes the baseline cohort variables and the three indicators for liquidity, leverage

and pension contribution pressure. The dummy interactions show that the consumption response

to changes in disposable income and to changes in house value might be larger for households that

are constrained in any way. However, since for each indicator only roughly 25% of households are

constrained, the standard errors on the interactions are high such that no statistically significant

differences emerge.19

4.3 Robustness checks

[TO BE ADDED AT LATER DATE]
18We have experimented with only selecting cohort cells that exceed a minimum threshold, but found the resulting

artificial sample selection troublesome.
19Qualitatively identical regression results materialise when we conduct robustness checks. We consider using

total consumption instead of non-durable consumption as dependent variable, using income before tax instead of
disposable income, using matching sets Nano, Meso and Macro, and using the matching procedure also for 2015
instead of exploiting the perfect link with the administrative data.
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Independent variable (i) (ii) (iii) (iv) (v) (vi)
∆yi,t 0.284** 0.218*** 0.219*** 0.198** 0.204** 0.198**

(0.080) (0.059) (0.057) (0.066) (0.062) (0.061)
∆yi,t× Liq. Constr. 0.102

(0.131)
∆yi,t× Lev. Constr. 0.136

(0.131)
∆yi,t× Pen. Constr. 0.181

(0.139)
∆hi,t× Own 0.221** 0.276***

(0.070) (0.052)
∆hi,t× Rent -0.032 0.075

(0.088) (0.055)
∆hi,t 0.185*** 0.203*** 0.167*** 0.140***

(0.039) (0.047) (0.043) (0.038)
∆hi,t×Liq. Constr. -0.059

(0.080)
∆hi,t×Lev. Constr. 0.098

(0.094)
∆hi,t×Pen. Constr. 0.190

(0.111)
Real interest rate 0.223*** 0.089* 0.111** 0.089* 0.094* 0.093*

(0.038) (0.042) (0.042) (0.042) (0.042) (0.041)
∆ Age -0.019 -0.001 -0.003 -0.001 -0.001 -0.004

(0.045) (0.022) (0.021) (0.022) (0.022) (0.021)
∆ Age squared 0.001 0.000 0.000 0.000 0.000 0.000

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
∆ Ln Family size 0.210 0.316** 0.300** 0.307** 0.294** 0.293**

(0.130) (0.098) (0.099) (0.097) (0.098) (0.101)
R2 0.823 0.161 0.175 0.163 0.167 0.180
N 61 1,521 1,521 1,521 1,521 1,521
Average cell size 227 6 6 6 6 6

Table 6: Regression results of replicating the baseline specification of Campbell & Cocco (2007). In
regression (i) cohorts are constructed using 16 levels of birth year groups and 2 levels of homeown-
ership status. In regressions (ii-vi) the cohorts are constructed using the baseline cohort set and the
three indicators for liquidity, leverage and pension contribution pressure. The regressions include
year dummies (not reported) and cohort fixed effects. The standard errors shown in parentheses
are corrected for heteroscedasticity and first order serial correlation. * p < 0.05, ** p < 0.01, ***
p < 0.001
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5 Imputation of consumption in administrative data

5.1 Imputation evaluation

To impute total consumption cimp
i,t using the administrative data, we invoke the accounting identity

of the household budget constraint:

cimp
i,t = yi,t −∆ai,t + ∆li,t − tgi,t + tri,t,

where yi,t is the disposable income of household i from period t to t+1, ∆ai,t is the stock change of

assets, ∆li,t is the stock change of liabilities, tgi,t the before tax transfer gifts through inter vivos and

bequests, and tri,t the after tax transfer receipts through inter vivos and bequests. As mentioned

above, it is required to decompose changes in the value of wealth categories from one period to

the next in terms of quantity and price. For instance, appreciation of stocks and bonds should

not count towards consumption, while the purchase of stocks should. It is thus crucial that this

decomposition can be accurately made and we now discuss our approach for each asset and liability

category.20

Bank account balances: We correct for the price effect by using the national mutation in bank

account balances due to financial transactions and due to capital gains. These mutations are a

part of the national account data reported by Statistics Netherlands. This mutation allows us to

decompose the change in bank account balances from one period to the next under the assumption

that each household experienced the same capital gains as what materialised on the national level.

Stocks and bonds: We correct for the price effect by again using the national mutation in stocks

and bonds reported by Statistics Netherlands. Ji et al. (2019) argue that this improves over setting

the capital gains equal to the returns on a benchmark portfolio on the stock exchange and setting

the change in stocks equal to the residual. Ideally, we would have access to the trading behaviour
20Eika et al. (2020) highlight that with this approach the purchase of durables are counted entirely as consumption

in the year of purchase and identify it as an important drawback of this imputation approach. Fortunately, the
regression results of section 4 with total consumption as the dependent variable were comparable to the baseline
results with non-durable consumption as the dependent variable.

22



of individual households like for instance Baker et al. (2018) do, but these are simply not available

in The Netherlands.

Housing wealth: Some papers in the literature elect to only study non-moving households, but we

feel that this is restrictive in a sample spanning seven years. We recognise changes in housing

wealth only when households move. All other changes in the value of the house are assumed to

be capital gains.21 Using the moving date, we interpolate linearly the monthly aggregate house

price index (which is also reported by Statistics Netherlands). If the household owns a house at

the start of period t, we apply the index evolution forwards to the moving date. If the household

owns a house at the end of period t + 1, we apply the index evolution backwards to the moving

date. The difference between the two corrected values is identified as the change in housing stock.

(For households switching from renting to owning or vice versa, we only need to apply the index

evolution from one side.)

Other real estate: This category consists of properties that households own but that are not their

primary residential location, such as vacation homes. We observe in the data that households with

a non-zero value for this asset category own the assets for a short amount of time and that the

reported value barely changes. Applying the evolution in the national house price index would

imply large amounts of dissaving. We instead identify absolute growth rates below 15% as the

result of capital gains and above as changes in stocks.

Other asset categories: Correcting for capital gains is difficult for an array of miscellaneous asset

categories, which range from large sums of cash and art to privately owned firms. We observe

in the data that, contrary to the other real estate category, ownership of these asset categories

is both short and long, and its associated values both volatile and stable. Luckily, less than 5%

of households own these types of assets. In the absence of a better approach, we again identify

absolute growth rates below 15% as the result of capital gains and above as changes in stocks.22

Liabilities: We do not correct for any of the liability categories (which are mortgage, student and
21This implies that investment and upkeep that would improve the value of the house is not identified as consump-

tion.
22We have experimented with excluding households that own any of the other asset categories altogether and with

identifying any changes in the value as the result of changes in stocks. The regression results discussed below were
unaffected.
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Independent variable cimp
i,2015 ln cimp

i,2015
ces

i,2015 0.849***
(0.011)

ln ces
i,2015 0.829***

(0.008)
Constant 11825.6*** 1.888***

(488.7) (0.086)
R2 0.359 0.487
N 10,711 10,711

Table 7: Regressing imputed total consumption cimp
i,2015 on expenditure survey total consumption

ces
i,2015. Standard errors in parentheses. * p < 0.05, ** p < 0.01, *** p < 0.001

other debt).

Having imputed total consumption in the administrative data, we can now compare the resulting

measure cimp
i,2015 to the reported total consumption ces

i,2015 in the expenditure survey of 2015. We first

apply the following sample selection. We drop households that have an unknown homeownership

status, that experience a change in partner status, that have a household head younger than 25 or

older than 90 years old, that are multiple person households (such as student housing) since wealth

ownership attribution is difficult, that have changes in the stock of other real estate, and that have

substantial shareholding of single firm. This leaves 13,135 households from the original 14,050 that

could be linked to the administrative data. Imputed total consumption cimp
i,2015 can be calculated

for 12,106 households. It is also common to clean the imputed total consumption by trimming the

top and bottom of its distribution, but the specific approach varies across the literature. Fagereng

& Halvorsen (2017) shave the top and bottom 1% change in the value of financial savings (i.e.,

everything we subtract from disposable income) and drop households with negative consumption.

This approach would leave us with 11,120 households. Koijen et al. (2014) shave the top and bottom

2.5% of the change in value of financial active savings, drop households with real estate transactions

and drop households with negative consumption. This approach would leave 10,913 households. Ji

et al. (2019) do not shave specific percentiles off the distribution, but instead omit unreasonable

levels of consumption. They drop households whose average consumption throughout the sample

period is below the poverty level of 5,760 euros or 120,000 euros above its average disposable

income. They also drop households for which imputed total consumption relative to disposable
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(b) Distribution of the consumption imputation error,
which is not centred around 0 (the red line), but below
it.

Figure 1: A distribution comparison of imputed total consumption and total consumption in the
expenditure survey of 2015. Roughly 30 observations are trimmed from the tails to comply with
the privacy stipulations of Statistics Netherlands.

income exceeds 2.5 or is below 0.2. We copy their approach and are left with 10,789 households.

Ideally we would provide a scatter plot of the two measures of total consumption to assess the overall

fit like Kreiner et al. (2014) do, but data usage stipulations of Statistics Netherlands prohibit the

reporting of data pertaining to specific households. As a next best alternative we regress the

two measures of total imputation on each other (with the results reported in table 7) and plot

histograms of their distribution in figures 1a and 1b. A regression coefficient of 1 would be a best

case scenario and our estimates of 0.85 and 0.83 are not far off. The histograms show that the

imputation errors are reasonably symmetrical with less consumption imputed in the middle range

and more imputed at the upper range of consumption. Since the expenditure survey measure

is self-reported, it is impossible to assess whether the resulting imputation errors arise due to

measurement error in cimp
i,2015 or in ces

i,2015. Like Kreiner et al. (2014), however, we observe from table

8 that the absolute imputation error (both in levels and relative to disposable income) is higher

for richer, larger, older, home owning and wealthy households. This is unsurprising, because the

financial portfolios of these households are more involved and this makes the imputation procedure

less precise. While the overall fit of the consumption imputation seems to be relatively good, we

do point out one troublesome fact. Based on the changes in net financial wealth of households, our
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Variable | ln cimp
i,2015 − ln ces

i,2015| |
cimp

i,t

yi,2015
− ces

i,t

yi,2015
|

Income before tax 0.14 0.02
Family size 0.05 0.01
Age 0.03 0.05
Homeowner 0.07 0.01
Home value 0.08 0.04
Net wealth 0.13 0.09

Table 8: Correlation of absolute consumption imputation errors with various variables for house-
holds in the expenditure survey of 2015, where cimp

i,2015 is the imputed total consumption and ces
i,2015

is the total consumption measure from the expenditure survey of household i in 2015.

imputation of total consumption implies that many households are hand-to-mouth consumers. The

expenditure survey, however, implies household saving rates that are much higher. To illustrate

this, in figure 2 we present a histogram of the expenditure survey measure of total consumption

relative to disposable income conditional on the imputed measure of total consumption relative

to disposable income ranging between 0.9 and 1.1. Roughly 4,500 households are hand-to-mouth

consumers according to the consumption imputation, while only roughly 1,150 are according to the

expenditure survey. About 2,400 households instead report a ratio of total consumption relative to

disposable income that is less than 0.9. This is in line with the findings by Aguiar & Bils (2015)

who show that the implied saving rates in the Consumer Expenditure Survey of the United States

do not match up with actual saving rates according to national account data.

5.2 Regression results

We again estimate the baseline regression model of Campbell & Cocco (2007), but now using the

panel dataset of one million Dutch households with data from 2011-2018. Since we have a true

panel, controlling for changes in the age of the household is moot. We also omit the real interest

rate variable, as its value is the same for all households in the sample and is therefore captured

by the year dummies. The regression results are documented in table 9. The coefficients for ∆yi,t

show conclusive evidence that total consumption is positively associated with changes in disposable

income and that this change is especially large for liquidity constrained households. An all-around

housing wealth effect on consumption, which we found in section 4, however is not reflected in the
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Figure 2: Distribution of expenditure survey consumption to disposable income conditional on
imputed consumption to disposable income lying between 0.9 and 1.1 (indicated by the solid red
lines). Roughly 100 observations are trimmed from the tails to comply with the privacy stipulations
of Statistics Netherlands.

coefficient estimate for ∆hi,t.23 Instead it appears that constrained households (be it in terms of

liquidity, leverage or pension contribution pressure) exhibit housing wealth effects. This is at odds

with the findings of Bijlsma & Mocking (2017), Ji et al. (2019) and Zhang (2019) who have access

to data between 2006 to 2015, suggesting that an all-around housing wealth effect was a prominent

feature in the years surrounding the financial crisis of 2008, but since then only for particular

households. In 2015, roughly 29% of households had scarce amounts of liquidity, 19% of households

had high leverage and 10% of the households faced a high pension fund contribution pressure. 24

5.3 Robustness checks

[TO BE ADDED AT LATER DATE]
23Note that we do not insert the indicator for homeownership status in the regressions. In the administrative data

only the house value of homeowners is recorded, while in the expenditure surveys the value of the residential location
of renters is also reported.

24Qualitatively identical regression results materialise when we conduct robustness checks. We consider additional
control variables and consider the subsample of households from the expenditure survey of 2015.
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Independent variable (i) (ii) (iii) (iv) (v)
∆yi,t 0.550*** 0.484*** 0.573*** 0.556*** 0.510***

(0.002) (0.003) (0.003) (0.003) (0.003)
∆yi,t× Liq. Constr. 0.176*** 0.177***

(0.004) (0.004)
∆yi,t× Lev. Constr. -0.123*** -0.123***

(0.006) (0.006)
∆yi,t× Pen. Constr. -0.067*** -0.029***

(0.008) (0.008)
∆hi,t 0.014** -0.076*** -0.007 0.006 -0.076***

(0.005) (0.006) (0.0061) (0.006) (0.007)
∆hi,t×Liq. Constr. 0.380*** 0.386***

(0.01) (0.011)
∆hi,t×Lev. Constr. 0.080*** -0.022*

(0.009) (0.009)
∆hi,t×Pen. Constr. 0.048*** 0.034**

(0.011) (0.012)
∆ Ln Family size 0.276*** 0.266*** 0.270*** 0.276*** 0.260***

(0.003) (0.003) (0.003) (0.004) (0.003)
R2 3,364,090 3,364,090 3,364,090 3,364,090 3,364,090
N 0.062 0.064 0.062 0.062 0.064

Table 9: Regression results of replicating the baseline specification of Campbell & Cocco (2007) us-
ing the consumption imputation in the administrative data. The regressions include year dummies
(not reported) and cohort fixed effects. The standard errors shown in parentheses are corrected for
heteroscedasticity and first order serial correlation. * p < 0.05, ** p < 0.01, *** p < 0.001
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6 Local house price development decomposition

[TO BE ADDED AT LATER DATE]

7 Conclusion

Both imputation methods have shown evidence of heterogeneity in the marginal propensity to con-

sume and of the presence of a housing wealth effect. However, the estimated coefficients do not

readily admit the interpretation of the marginal propensity to consume that is defined in theoret-

ical heterogeneous agent macroeconomic models. These models generally refer to the response of

household consumption to unanticipated changes in income and housing wealth. Instead, we have

thus far only looked jointly at the anticipated and unanticipated changes in income and housing

wealth. Browning et al. (2013) try to decompose changes in disposable income and housing wealth

into anticipated and unanticipated parts by estimating autoregressive processes for the evolution

of household incomes and house prices at the municipality level. While we have not yet copied

their approach for the decomposition of income shocks, we have copied it for the decomposition

of house price shocks. Using the house price index at the municipality level reported by Statistics

Netherlands for the sample period of 2011-2018, we estimate an AR(1)-process for the evolution

of local house prices. We find that the process is non-stationary and thus cautiously interpret our

results as a positive marginal propensity to consume out of unexpected changes to housing wealth.
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A Additional figures and tables
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Figure A1: Distribution comparison of regression variables in the entire expenditure survey of
2015 (in green) and in the resulting sample after the matching procedure (in red). Overall, there are
few signs of selection effects, except for the bank account balances and resulting liquidity measure
(which is understated in the after-matching sample). In each histogram the bottom percentile and
top five percentiles are trimmed to comply with the privacy stipulations of Statistics Netherlands.
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Figure A2: Distribution comparison of matching variables in the entire expenditure survey of
2015 (in green) and in the resulting sample after the matching procedure (in red). Overall, there
are few signs of selection effects, except that there is a relative undersampling of middle-aged,
self-employed and home-owning households.
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